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Abstract
C OST-E FFICIENT R ESOURCE M ANAGEMENT FOR S CIENTIFIC
W ORKFLOWS ON THE C LOUD
Ilia Pietri
A thesis submitted to the University of Manchester
for the degree of Doctor of Philosophy, 2016

Scientific workflows are used in many scientific fields to abstract complex computations (tasks) and data or flow dependencies between them. High performance computing (HPC) systems have been widely used for the execution of scientific workflows.
Cloud computing has gained popularity by offering users on-demand provisioning of
resources and providing the ability to choose from a wide range of possible configurations. To do so, resources are made available in the form of virtual machines (VMs),
described as a set of resource characteristics, e.g. CPU and memory capacity. VMs
enable the use of different resource combinations which facilitates the deployment of
the applications and the management of the resources.
A problem that arises is determining the configuration, such as the number and
type of resources, that leads to efficient resource provisioning. For example, allocating
a large number of resources may reduce application execution time however at the expense of increased costs. This thesis investigates the challenges that arise on resource
provisioning and task scheduling of scientific workflows and explores ways to address
them, developing approaches to improve energy efficiency for scientific workflows and
meet the user’s objectives, e.g. makespan and monetary cost. The motivation stems
from the wide range of options that enable selection cost-efficient configurations and
improve resource utilisation. The contributions of this thesis are the following.
(i) A survey of the issues arising in resource management in cloud computing; The
survey focuses on VM management, cost efficiency and the deployment of scientific workflows.
(ii) A performance model to estimate the workflow execution time for a different
13

number of resources based on the workflow structure; The model can be used to
estimate the respective user and energy costs in order to determine configurations
that lead to efficient resource provisioning and achieve a balance between various
conflicting goals.
(iii) Two energy-aware scheduling algorithms that maximise the number of completed workflows from an ensemble under energy and budget or deadline constraints; The algorithms address the problem of energy-aware resource provisioning and scheduling for scientific workflow ensembles.
(iv) An energy-aware algorithm that selects the operating CPU frequency to be used
for each workflow task in order to achieve energy savings without exceeding the
workflow deadline; The algorithm takes into account the different requirements
and constraints that arise depending on the workflow and system characteristics.
(v) Two cost-based frequency selection algorithms that choose the CPU frequency
for each provisioned resource in order to achieve cost-efficient resource configurations for the user and complete the workflow within the deadline; Decision
making is based on both the workflow characteristics and the pricing model of
the provider.
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Glossary and Acronyms
DAG directed acyclic graph.
DVFS dynamic voltage and frequency scaling.
HPC high performance computing.
MIPS million instructions per second.
PM physical machine.
QoS quality of service.
SLA service level agreement.
VM virtual machine.
critical path the longest path in terms of execution time due to data dependency constraints between the computational jobs of a DAG.
resource a physical or virtual component of limited capacity within a computing environment, e.g. a CPU core.
slack time the additional time the execution of a computational job in a DAG can be
stretched without exceeding the deadline (or makespan).
spare time the maximum delay in the execution of a computational job in a DAG that
will not affect the execution of its successors.
workflow a collection of computational jobs with data transfer dependencies between
them, usually modelled as a DAG.
workflow ensemble a collection of inter-related workflows with similar structure. Could
be perceived as multiple workflows running together.
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Chapter 1
Introduction
1.1

Background and Motivation

Scientific workflows [224] are commonly used to describe complex computational
problems in many scientific domains, such as bioinformatics, astronomy and physics,
and capture data or flow dependencies between them. For example, a scientific program or code may process data that have been generated from other scientific programs, perform computations and store output files to be used as input from other programs. This allows scientists to combine individual computations (tasks), reuse data
and share results in order to perform more complex simulations and data analysis [56].
To describe such complex computations, a scientific workflow can be modelled
as a directed acyclic graph (DAG) where the nodes represent the computational tasks
and the directed edges represent the data or flow dependencies between them. Over
the past decades, traditional HPC systems with high level computing capacity, such
as clusters and grids, have been widely used for the execution of scientific workflows.
HPC systems with the heterogeneous and distributed resources offered provide a dynamic environment for the multi-stage computations and data management of scientific workflows. Among these, cloud computing is commonly used to execute scientific workflows, providing to users more flexibility in resource provisioning to address
their changing resource needs [56, 116]. As a result, scientific workflows comprise
an important and growing class of cloud computing applications in order to complete
complex computations in many scientific fields.
Cloud computing is an emerging computing paradigm that provides resources to
users on a pay-per-use basis, dynamically adjusting the system to the workload needs.
Resources are provisioned on-demand, allowing users to share each physical machine
23
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(PM) without the need to deal with the configuration process. Hardware resource
multiplexing is enabled using virtualisation technologies that allow dynamic resource
management, concealing the details from the front-end (the application the user accesses and interacts with directly) and the user view. In that way, computing resources
can be used more efficiently with the different applications sharing the PMs in isolation from each other. Additionally, an application may be served by a number of PMs
when more than one can be deployed for its execution [237, 133].
In order to facilitate the deployment of requests and the exploitation of the computing resources, the layer of VMs is added between the user layer of cloud applications
and the system layer of cloud resources. Hence, resources are allocated in the form of
VMs [237], which may vary in size, such as the CPU, memory and disk capacity allocated to it. A specific number of resources can be assigned to a VM when it is required
or freed when it is no longer needed [265], with each VM serving an application or a
part of it [144].
The provider determines the configuration of the total VMs to be used for the current demand, e.g. the type and number of available VMs, while allowing the users to
define their application needs to request suitable VMs. The notion of VMs enables
the use of a wide range of possible configurations to manage the system resources.
The different number of configurations and resource combinations motivates the thesis
which targets to determine cost-efficient provisioning and allocations that improve the
utilisation of the cloud resources.
VM management, the process of configuring the VMs and mapping them to the
PMs in order to deploy the applications and manage the computing resources, is a topic
of increasing interest in cloud computing, especially in what concerns the elasticity
and scalability issues in cloud platforms that arise. The terms refer to the ability of
the clouds to scale up or down the computing resources and hardware components
that serve a request, as application resource needs can fluctuate, but also to the ability
to shrink or grow the whole infrastructure in order to automatically respond to the
dynamic environment [111, 199].
The increasing power and electricity costs and the impact of carbon dioxide emissions on the environment [14, 15] are some of the concerns that led to the investigation
of efficient VM management techniques in cloud computing with the need to determine the computational resource needs and avoid resource wastage. Providers face the
challenge of allocating and adjusting the system resources in an efficient way to satisfy the contradicting goals of fulfilling the application performance requirements (e.g.

1.1. BACKGROUND AND MOTIVATION

25

execution time and cost constraints) on the one hand and the efficient use of system
resources on the other.

As mentioned earlier, cloud computing becomes popular for the execution of scientific workflows by offering a wide range of computing resources that can be dynamically adjusted based on their changing resource needs. Therefore, many challenges
arise in order to execute the workflows and manage the provisioned resources in an efficient way. Among these, energy consumption and monetary costs are a major concern
from the perspective of the providers and users respectively [140, 159]. For example,
tasks can be executed in parallel by allocating a large number of resources or slots. Although using a large number of resources may lead to smaller execution time, resource
utilisation may decrease and potentially result in increased energy and monetary costs.
This is because data dependencies create constraints on resource allocation, as the execution of a task can only start after the execution of its predecessors and data transfer
have finished. As a result, a DAG schedule may have gaps of idle time between the
execution of the workflow tasks. Also, tasks are often heterogeneous in nature.

The problem of achieving efficient resource management to run the multi-stage
computations may become even more challenging as workflows have different structures and task characteristics, such as consisting of many parallel or serial tasks with
short or long runtimes with some of them being CPU-bound while other tasks are
I/O-bound. For example, provisioning fast resources may be required to run CPUintensive or critical tasks to achieve good performance in terms of execution time. In
other cases, slower resources may be used to reduce power consumption and increase
resource utilisation without affecting the workflow performance.

The workflow characteristics and data dependencies between the tasks can be taken
into account to estimate the resource requirements to execute the workflow and develop efficient schedules and configurations that better utilise the available resources,
minimising the idle time and the gaps in the schedule between the execution of the
workflow tasks. This can be done by overlapping many workflows in an ensemble or
slowing down the execution of the tasks. Improving the efficiency of the schedule is
the motivation of this thesis.

26

CHAPTER 1. INTRODUCTION

1.2

Aim and Research Contributions

This thesis focuses on issues related to the provisioning of cloud resources and the
scheduling of scientific workflows, which comprise an important class of cloud computing applications, in order to improve the efficiency of the system in terms of energy
consumption and workflow performance. It proposes models to estimate the resource
needs required for the workflow execution and algorithms that map the workflow tasks
onto the available resources with the aim to develop solutions that increase resource
utilisation and cost efficiency while meeting the user’s goals. The cost can be defined
in different ways; cost for the provider could be the energy required to operate the
cloud resources, while cost for the user could be the charge incurred for the use of resources and provisioning of VMs. Cost-efficiency in this thesis refers to both aspects;
the reduction of energy costs from the provider’s perspective and the minimisation of
the user monetary costs.
The key objectives addressed in this thesis and the research contributions associated
to these objectives are the following.
(i) To provide a survey of the issues that arise in resource management in cloud
computing.
An overview of the VM configuration and placement problem is presented, classifying the approaches used based on both the actions that can be taken to specify
and map different VMs and the various and often conflicting optimisation objectives that can lead to different solutions. Energy modelling comprises a useful
tool to profile the energy requirements of the applications and evaluate the impact a configuration has on the operational costs of the system. Hence, as energy
modelling is a key component to develop energy efficient resource management
approaches, the thesis categorises and summarises different methodologies used
in energy modelling and prediction for HPC applications. Finally, it summarises
the approaches used for resource provisioning and scheduling of scientific workflows, being the class of cloud computing applications the thesis focuses on, in
order to identify the challenges that arise and fully meet the objective.
(ii) To predict the resource requirements and needs for the execution of workflows
under different configurations.
Determining the number of resources to be provisioned for the workflow execution is a key component to achieve cost-efficient resource management and good
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performance. The thesis investigates the challenges in estimating the resource
needs required to run scientific workflows and achieve the desired level of performance while avoiding resource wastage and increased costs. It develops and
proposes an estimation model to predict the execution time of scientific workflows under different system configurations, which is the research contribution
resulting from this objective. The proposed model is extended to estimate the
related workflow cost and energy consumption in order to determine configurations that lead to efficient resource provisioning and achieve a balance between
various conflicting goals. The model is evaluated using real experiments to compare the predicted execution time under the specific system configuration with
the actual measurement and shows good performance.
(iii) To determine the number of resources and develop efficient scheduling for scientific workflow ensembles so that energy consumption is minimised while meeting the user’s constraints.
As cloud computing offers more control to users on the execution of their applications specifying the desired QoS requirements, determining the amount of
resources required to achieve a trade-off between the user requirements and the
provider’s optimisation goals is challenging. This thesis investigates the problem of resource planning for multiple workflows (workflow ensembles) with a
common budget or deadline constraint. Two algorithms that deal with energy
constraints along with either budget or deadline constraints are proposed with
the aim to maximise the number of accepted workflows from the ensemble in
an energy efficient way, which are the research contributions resulting from this
objective. The thesis evaluates the algorithms based on simulation using synthetic data of real workflows. The results show that the proposed approaches can
achieve energy savings when compared with the baseline cost-based schemes by
reducing the average number of hosts required over time and increasing resource
utilisation.
(iv) To select the operating frequencies of the resources to execute each workflow
task in order to achieve energy savings from the perspective of the provider.
Power management techniques such as frequency scaling can be used to reduce
power consumption and if possible achieve energy savings. This thesis investigates the potential of using frequency scaling to achieve energy savings for
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deadline-constrained scientific workflows. It proposes an energy-aware algorithm that selects the frequencies to be assigned for the execution of the workflow
tasks and complete the workflow within the specified deadline, which is the research contribution resulting from this objective. It evaluates and compares the
performance of the algorithm with related work from the literature using synthetic data of real workflows. The results show that depending on the workflow
and system characteristics, different operating frequencies may be required for
the workflow execution in order to increase energy efficiency. The algorithm can
strike a good balance between energy consumption and execution time, taking
into account the workflow characteristics and the power model of the provider.

(v) To select the frequencies to be provisioned for each resource in order to achieve
cost-efficient configurations from the perspective of the users.
As new pricing schemes emerge where CPU provisioning is charged based on
the selected CPU frequency, selecting cost-efficient configurations is becoming
more challenging. This thesis investigates issues related to the CPU provisioning
for resources charged based on the selected frequencies to execute workflows
with deadline constraints. It proposes two cost-based algorithms that select the
CPU frequency for each provisioned resource based on the pricing model of the
provider and the workflow characteristics in order to minimise the user cost and
complete the workflow within the deadline, which are the research contributions
resulting from this objective. It evaluates the proposed approaches using three
different workflows and pricing models and investigates scenarios where each
approach is more suitable to use.

1.3

Thesis Organisation

This thesis is structured as follows.
Chapter 2 provides an overview of the fundamentals in VM management in cloud
computing and energy efficiency which are key concepts in this thesis. It firstly describes the VM management problem of assigning VMs to the users and allocating
them to the cloud resources and categorises the related work according to the scheduling actions and the optimisation objectives they focus. It also summarises common
techniques and methodologies used to address the formulated optimisation problems
and the evaluation metrics, benchmarks and tools used to assess the efficiency of the
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approaches. The description of power modelling and measuring methodologies and energy efficient approaches follows to provide a detailed background on energy efficiency
on computing systems. The chapter concludes with a discussion on the challenges that
need to be investigated on the area of cloud computing and energy efficiency.
Chapter 3 gives background information on scientific workflows and the challenges
on workflow management that is the focus of this work. It firstly introduces the fundamentals of scientific workflows and describes the structure and characteristics of
well-known workflow applications to solve real-world scientific problems. The related
work on scientific workflows is categorised based on the challenges addressed in this
thesis. Finally, it describes the workflow simulator used to implement the algorithms
and models proposed in the thesis and the generator used to produce the scientific
workflow data for the evaluation. Chapters 2 and 3 address objective (i) described in
Section 1.2.
Chapter 4 proposes a performance prediction model to estimate workflow execution time for a different number of resource slots and determine efficient configurations. The model does not require historical data from experiments on a different
number of slots, providing predictions based on the structure of the workflow and minimal information about the runtime characteristics of the tasks. Predictions for energy
and monetary costs can then be provided to choose configurations in practice. The
proposed model addresses objective (ii) described in Section 1.2 and was presented at
the 9th Workshop on Workflows in Support of Large-Scale Science held in conjunction
with the 2014 Supercomputing Conference [184].
Chapter 5 develops algorithms for resource provisioning and scheduling of workflow ensembles to achieve energy savings while meeting the user requirements. The
algorithms consider the problem of energy-constrained provisioning with the aim to
complete as many workflows from an ensemble as possible within the specified energy
and budget or deadline constraints, which has not been previously studied. The algorithms determine an appropriate number of resources to schedule the workflow tasks,
building a scheduling plan that allows to overlap as many workflows from the ensemble
as possible to better utilise the resources compared with the case of single workflows.
The proposed algorithms address objective (iii) described in Section 1.2 and the results
were presented at the 3rd IEEE Conference on Cloud and Green Computing [185].
Chapter 6 develops a frequency selection algorithm that adopts frequency scaling to
provide energy-aware workflow scheduling for deadline-constrained workflows. The
algorithm tries to slow down the execution of the workflow tasks within the deadline,
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reducing the gaps on the schedule but also controlling the increase in execution time
as it may exceed the power savings. The proposed algorithm addresses objective (iv)
described in Section 1.2 and the results and observations were presented at the 3rd
International Workshop on Power-aware Algorithms, Systems, and Architectures held
in conjunction with the 43rd International Conference on Parallel Processing [187].
Chapter 7 develops two algorithms to select CPU frequencies per resource in order to achieve cost-efficient provisioning for workflows with deadline constraints. It
compares and evaluates the performance of the two proposed approaches for different
pricing models that charge CPU provisioning based on the selected frequency to investigate the different scenarios where the approaches may be more beneficial to use.
The proposed algorithms address objective (iv) described in Section 1.2. Preliminary
results were presented at the 7th IEEE/ACM International Conference on Utility and
Cloud Computing and won the best poster award [186]; The extended version and
results were presented at the 12th International Conference on Economics of Grids,
Clouds, Systems and Services [188].
Finally, Chapter 8 concludes the thesis summarising the research contributions. It
also discusses their importance and limitations, while highlighting opportunities for
future work.

Chapter 2
An Overview of Resource
Management in Cloud Computing
2.1

Introduction

This chapter investigates different approaches used for resource management in cloud
computing. The goal is to describe the concept of VM management, classifying different policies used to achieve various system and user-centric goals and highlighting
issues that have yet to be investigated. The second part of the literature review focuses
particularly on energy efficiency, as optimising the energy consumed by workflowbased applications is an important goal of the project. The aim is to categorise the
work on energy efficiency and investigate the challenges that arise.
The remainder of this chapter is structured as follows. Section 2.2 provides an
overview of the cloud computing environment and categorises the related work. Section 2.3 presents the existing power characterisation approaches, profiling models and
energy-efficient scheduling approaches that focus on HPC systems. Section 2.4 summarises the issues in cloud computing and energy efficiency to be addressed. Finally,
Section 2.5 concludes the literature review.

2.2

VM Management in Cloud Computing

The work covered in this section is mainly divided in two levels; the level of VM
configuration and the level of VM placement. VM configuration is the process of
specifying the number and class (combination of resource characteristics) of the VMs
to run the applications depending on their resource needs. VM placement is the process
31
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Figure 2.1: Cloud computing architecture.

of mapping the VMs onto PMs to manage the cloud resources in an efficient way. VM
configuration and placement actions can be controlled to schedule the workload to
the cloud resources, so that various optimisation goals are achieved using different
optimisation approaches.
The VM management problem is described based on this idea. Initially, the VM
configuration and placement actions are described. Then, the optimisation objectives
of the scheduling policies and common optimisation techniques follow. Finally, the
common application characteristics, evaluation metrics and tools that cloud computing
utilises to evaluate the performance of proposed frameworks are summarised.

2.2.1

Overview

The aim of VM management in cloud computing is to determine how user requests can
be efficiently served in the cloud infrastructure. VM management enables the just-intime system response to the changing workload demand by automatically deploying
and distributing system computing resources that match the application requirements.
The VM scheduling actions, VM configuration to provision proper resources and VM
placement to schedule the jobs to the resources, are dependent on each other.
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Figure 2.2: VM scheduling.

The general architecture of VM management is diagrammatically depicted in Figure 2.1. Although different architecture diagrams can be found in the literature [109,
169, 234, 38, 3], the fundamental system characteristics from a resource management
point of view do not differ. As shown on the right-hand side of the figure there are three
layers, which give rise to two fundamental mapping stages: first, user applications are
mapped onto VMs; then VMs are mapped onto PMs. The two mapping phases are
in principle handled by two key entities: the VM Configuration Manager and the VM
Placement Manager, respectively. VM configuration deals with issues related to the
provisioning of VMs, both in terms of their number and their size (individual characteristics) with user choices playing a key role in the process. VM placement aims at
optimising the mapping of VMs onto PMs subject to different optimisation objectives
and applying different optimisation techniques.
Dynamic resource provisioning and scheduling in a way that scalability and efficiency in terms of resource utilisation, monetary costs and energy are provided and
application performance requirements are met, are issues that VM management is concerned about.
The remainder of this section describes the whole process of creating, deploying
and evaluating an automatic framework to manage the dynamic environment. Figure
2.2 summarises the categorisation used. The VM scheduling operations (VM configuration and placement) describe the action or combination of actions to be deployed
to adjust to the changing workload demand and achieve the optimisation goals of the
scheduling scheme. It also describes the triggering mechanisms that determine when
the scheduling actions need to be invoked. The scheduling actions can be either static
or adaptive depending on whether it is an initial operation or an adjustment. The optimisation objectives consist of resource utilisation, monetary and energy efficiency
parameters in an attempt to consolidate the categories and provide a clear distinction
between them. Common approaches used in the methodology to achieve these goals
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are included. The final category describes the applications, metrics and tools used in
the implementation to build the scheduling scheme and evaluate its effectiveness.

2.2.2

Resource Provisioning and VM Configuration

VM configuration involves the process to determine the number and type of resources
for the execution of an application and the total number of resources required to serve
the total workload. During the configuration, VMs of appropriate classes are chosen
[233] in order to allocate VMs that fit to the application requirements [33]. The quality
of service (QoS) requirements of each application are defined in a service level agreement (SLA), a contract between the cloud provider and the user. In the case of violation
of the specified requirements a penalty has to be paid to the user [164]. The VMs can
be created assigning a certain amount of resources, updated (resized) or terminated
[167].
In principle, VM configuration aims at assigning the proper amount of resources
to avoid under- and over-provisioning. Over-provisioning of resources – provisioning
more resources than required – results in resource wastage as resources remain idle.
On the other hand, under-provisioning – provisioning less resources than required –
may result in performance degradation as application requirements are not satisfied.
As applications often exhibit a dynamic behaviour, their resource needs may change
over time. This implies that efficient resource provisioning may require a model to
estimate application resource needs over time.
Existing cloud providers offer different pricing schemes which affect resource utilisation and provisioning. For example, providers may offer VMs of predefined VM
classes [33] charged at a fixed price. Each class is characterised by specific hardware
characteristics, such as 500 MHz of CPU capacity and 500 MB memory capacity. At
the time of writing this thesis, Amazon EC2 [67] provides predefined VM classes (or
instance types) with each class comprising a combination of hardware resource characteristics – including CPU, memory, storage and network resource capacities – and
the user being charged based on the number of the provisioned VMs of each instance
type. In other cases, cloud providers offer users the ability to select the combination of resources that fit to their application needs, charging the provisioning of each
selected resource capacity separately in the calculation of the pricing. For example,
ElasticHosts [68] offer a wide range of resource capacity combinations, charging CPU
provisioning based on the selected CPU frequency, with faster VMs – operating at
higher frequencies – costing more.
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With the wide range of potential VM configurations and heterogeneous hardware
characteristics, different combinations of speed and cost performance can be achieved.
Pricing models can be used to increase resource utilisation or minimise application
cost [102, 208, 260]. The framework in [102] allows the users to select the configuration they prefer from a set of price and execution time combinations. Cloud brokering
mechanisms need to take into account the heterogeneity in pricing to achieve efficient
provisioning. In [229], a binary integer programming formulation with cost and load
balancing constraints to improve price and performance is used. In the proposed multicloud scheduling approach, it is assumed that user preferences do not change. However, VM needs may change dynamically. The brokering mechanism proposed in [154]
takes into account dynamic scenarios, such as dynamic pricing. Finally, combinatorial
auctions can be deployed by the providers where users bid for a bundle of resources of
different sizes under a specific budget. A bidding strategy for combinatorial auctions
is proposed in [260].
VM Initial Configuration
VM initial configuration includes initial provisioning decisions, such as the assignment
of VMs to an application and VM booting or the initial total requirements of VMs to the
hosts. The decision is based on the requested number of resources, the total estimated
resource needs, the capacity constraints of the PMs and the application performance
requirements.
The tenant-based resource allocation model in [70] determines the number of VMs
required to serve a certain workload so that: the chance of under-provisioning that
may result in performance degradation is minimised; over-provisioning occurrences
are kept at a minimum so that resource wastage is avoided and the policy is still costeffective. The work in [216] aims at maximising application performance by optimising the yield, a metric introduced to represent the fraction of computing capacity to be
allocated to a task to the capacity consumed in the case the task would run alone on the
host. The metric allows to fairly distribute the resources to the requests and maintain
efficient resource utilisation. Multi-tenancy enables users (tenants) to share a single
application instance and the hosting resources. The algorithm considers static workloads. In the case of dynamic workloads, the proposed model can be used to compute
the resource needs periodically and adjust the configuration accordingly to adapt to the
new conditions. To do so, further investigation would be required in order to develop
more efficient approaches and avoid the overhead from rescheduling actions.
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SLA-based utility functions can be used to model the user satisfaction level from
different configurations and achieve a trade-off between conflicting goals and interests.
A global utility function is defined in [234] to strike a balance between application
performance and energy cost. To do so, a coefficient is used to adjust the desirable
trade-off between the two optimisation parameters and the utility function of each application is weighted to differentiate the value that a configuration brings to different
applications. In that way, more important applications are prioritised at the expense of
others. Although the proposed model considers migration and reconfiguration actions,
the cost of these actions, e.g. the host switching on/off cost, is not taken into account.
Different techniques can be used to predict the application resource needs and determine VM configuration actions to provide a self-adaptive and self-configured system, such as probabilistic, stochastic and statistical analysis or machine learning techniques. In [178], a multi-agent system that uses support vector machines (SVMs) to
model the application behaviour and estimate the related costs in order to provision resources accordingly is proposed. The agents share their experiences to build a common
knowledge base to use. This allows the agents to share the learned models between different requests and gain knowledge to deal with more complex data.
In [246], the probabilistic distributions of performance metrics, such as response
time, and the correlation with CPU allocation and contention states are used to reduce
the required resource capacity while meeting SLA objectives. Reinforcement learning
allows the assignment of an immediate reward to each action, such as the achieved
response time, which can be taken into account to maximise the cumulative reward
and transit the system to an optimal state. In [253], reinforcement learning is used to
choose VM configuration actions and provide a trade-off between the system load and
the SLA objectives. The methodologies described require further investigation to be
fully automated in order to be used in a production system.
VM Reconfiguration
As mentioned earlier, applications may exhibit a dynamic behavior with varying resource needs. The configuration of the VMs may be dynamically adjusted to customise
the VMs when application resource needs change. Also, the system needs to respond
to changes in resource demand, e.g. a peak or low demand, to adjust the available
system resources accordingly. VM reconfiguration refers to the adaptive configuration
of VMs at runtime [253]. An existing VM can be upgraded or downgraded to allocate
or deallocate an amount of resources – VM resizing. For example, extra resources can
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be assigned to an application in order to avoid an SLA violation. VM reconfiguration
actions to avoid SLA violations is the focus in [80] where response time is monitored
to dynamically adjust the system configuration. Additional SLA requirements may
also include high application throughput and availability, resource utilisation and cost
minimisation for the user [82, 3, 128]. Conversely, unused resources can be freed
when the SLA requirements are fulfilled to avoid over-provisioning. VM resizing aims
at allocating the proper amount of resources to applications so that both under- and
over-provisioning is avoided [167]. In that way, load balancing can be achieved while
maintaining the desired application performance.
The application utility function in [113] shows the level at which the performance
requirements are satisfied, being either a reward when response time constraints are
met or a penalty in the case of a violation. The system utility is formed by both application utility values and energy costs incurred by the system in two steps: during the
transition to reflect the value/costs of the actions to be deployed and after the transition
to represent the total value of the new configuration. However, offline measurements to
determine the transition costs are required. The process can be automated using a measurement tool. In [64], threshold-based and reinforcement learning techniques are investigated in order to track inefficiencies in the system, such as instability, and develop
automatic VM management controllers that effectively react to changes. However, the
thresholds of the reinforcement learning are set manually. Adjusting the thresholds
automatically is required so that the system is aware of the new needs.

2.2.3

Application Scheduling and VM Placement

After determining a specific VM configuration that meets the application resource
needs, the allocation of the VMs to PMs can take place in a way that meets the
provider’s optimisation objectives without compromising the application (user) performance objectives. Host consolidation [131, 162] – the aggregation of the workload
onto a number of PMs to collocate VMs and share the hardware resources – is a key
component to achieve this. The challenge that arises is which VMs to allocate to
which PMs in order to achieve the targeted goals. VM placement involves the process
of mapping the VMs to PMs to schedule the applications to the physical resources.
The allocation of VMs to PMs includes VM initial placement actions to allocate newly
arrived VMs, but also VM reallocation actions to optimise the placement of existing
VMs and improve the current state of the resources.
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VM Initial Placement
VM initial placement refers to the mapping of VMs to PMs (or hosts) to serve the
new requests. As mentioned, the allocation of the VMs to the hosts can be determined
taking into account both application and system constraints. For example, the consolidation approach used in [24] extends the yield, a QoS metric introduced in [215] so
that energy efficiency is taken into account. In that way, the number of hosts can be
reduced while guaranteeing QoS to the users. Power-aware placement of HPC applications is the focus in [238] which examines the impact of virtualisation on the placement
of applications. The impact on the performance can be modelled based on the cache
size in order to improve the allocation of the VMs to the hosts.
In [7], the SLA revenues obtained by the minimisation of response time and the cost
incurred by the use of resources are incorporated in the optimisation problem to find a
trade-off between the two contradicting parameters. The work in [177] focuses on the
scheduling of bag of tasks (BoT) applications (parallel applications with independent
tasks). Applications with short deadlines are given a higher priority when execution
can finish in time. Jobs are scheduled according to the specified deadlines to avoid
SLA violations or minimise the delay if the deadline cannot be met, distributing the
requests among the various providers.
The optimisation problem in VM placement can be formulated as a mixed integer
programming problem (MIP) problem that is NP-hard. Determining whether a feasible
solution exists is NP-complete and can be solved using various algorithms. Among
these, heuristics that provide approximate solutions are preferred in many studies as
finding the optimal solution may become hard for large-scale problems.
In order to solve the placement optimisation problem, packing algorithms, which
provide good results and require low execution time, can also be used. For example, a
multi-capacity bin packing algorithm is evaluated in [215] to solve the resource allocation problem. The algorithm runs quickly and provides better or equal results with
the other examined algorithms, by optimising the yield and the failure rate.
In [209], the placement problem with the goal to maximise the profit of the provider
subject to SLA and power budget constraints is formulated and the First Fit heuristic
is used to solve it. The First Fit heuristic places each unallocated VM to the first PM
in the list of available machines that satisfy the constraints. An ordered Best Fit algorithm was evaluated in [17] exhibiting very low execution time and close-to-optimal
solutions. A modified Best Fit Decreasing heuristic is applied in [14] to sort the available hosts by decreasing resource utilisation and place each VM to the PM where the
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allocation results to the minimum increase in power consumption.
Finally, the tabu-search is an adaptive approach that uses other methods like heuristics to improve the decision making and explore solutions after reaching local optimality. In [261], the resource allocation problem is reduced to a multi-choice binary knapsack problem and a tabu-search algorithm is applied in order to maximise provider’s
profit but also meet utility-based multi-class SLAs in terms of response time. The
scheme is applied for independent tiers, although it can be extended for multi-tier applications.
VM Reallocation
VM reallocation involves the rescheduling of VMs to PMs to adjust to the changes in
resource needs and provide scalability and reliability. For example, users running their
applications or having made reservations may stop or suspend the execution of their
tasks at runtime [137] or the system needs to respond to a surge in user requests. Also,
application resource needs may change over time [216]. In such cases, reallocation
actions are required to better utilise the resources. Migration decisions can be made
proactively or reactively to improve the mapping of the VMs to PMs [12] and the
current state of the system. The question that arises in VM reallocation is which VMs
to select for migration and to which PMs to allocate them. The decision is based on
different optimisation goals.
Although reallocation actions may improve the state of the system, VM migrations
may lead to system overhead and performance degradation of the migrated and collocated VMs. As migration overhead may not be negligible, reallocation actions can be
selected so that frequent migrations are avoided. As a result, migration overhead needs
to be taken into account in the decision making when considering the gain from a new
placement. To do this, migration overhead can be modelled as a migration cost [25].
Due to the impact of migrations on the system, some scheduling schemes aim at
minimising VM migration cost in terms of the number of migrations and/or the migration overhead when determining which VMs to reallocate. In [79], it is shown
that the number of migrations used to improve host consolidation can be minimised
by avoiding reallocating VMs with steady resource needs, without impacting significantly the number of required hosts. The approach in [87] combines an allocation with
a migration algorithm to control the number of migrations required while minimising
energy consumption via consolidation. The proposed approach achieves energy savings depending on the system load. In [208], transition costs are incorporated into the
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cost model so that the system can adapt to the changes quickly and minimise the total
cost. The proposed framework deploys both static and dynamic scheduling strategies,
including VM migration and replication, to achieve elastic provisioning of resources.
VM reallocation actions also target at achieving load balancing between the hosts,
reducing power consumption or improving application performance. In [155], a stochastic model that focuses on distributing the load between the PMs to serve the newly allocated jobs at each timeslot is used. VM reallocation actions are invoked periodically
in order to maximise system throughput, without impacting system performance with
delays. In the Sandpiper framework [248], a greedy algorithm determines the VMs
that have to be reallocated to migrate increased load from busy hosts to the least busy
ones, while reducing migration overhead. To achieve this, VMs with larger volume to
size (load to memory footprint) ratio are preferred.
Reallocation decisions are performed in [182] in order to provide power and performance optimisation, modelling the transition costs of migrations and switching operations. Dynamic cost-based greedy heuristics are the focus in [133] to allocate incoming requests and distribute the load so that the placement to the PMs minimises
the additional cost of power consumption incurred. The work in [77] proposes an
ant colony based algorithm for the dynamic VM mapping. The host consolidation
approach achieves energy savings by increasing utilisation and lowering the number
of machines used. The proposed scheduler in [22] also reallocates the VMs to increase resource utilisation while statistically guaranteeing performance requirements,
using an autoregressive model to predict resource demand. Taking into account the
dependencies between the used resources, such as CPU and memory, can improve the
performance of the scheduling.
Trigger of Scheduling Decision
VM reallocation actions may improve the state of the system, but may also be a computationally expensive procedure. For example, the algorithms used to determine the
actions to be deployed, such as bin-packing algorithms, may be costly with the execution of the algorithm taking longer than the desired time. Also, frequent migrations
need to be avoided, especially when the migration cost exceeds the gain from the new
placement or when the performance of other running applications is significantly affected [42]. This raises the question of when it is a good time to reassess the mapping
of VMs onto PMs. If this is happening often, the cost may outweigh the benefits. On
the other hand, a delayed response may lead to the rejection of new requests during a
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peak period or an increase in cost from resource over-provisioning. As a result, triggering mechanisms are required in a timely, yet cost-efficient manner to reassess and
optimise the current state of the resources. Such triggering mechanisms, or simply
triggers, can be event-driven, periodic or hybrid.
Event-Driven Invocation Event-driven triggers may relate to the arrival of new
VM requests, requests to resize existing VMs or the termination of some VMs.
When new VMs arrive, some action needs to be taken to map VMs onto PMs. This
action may involve only the new VMs [137, 216] or may also include a reassessment
and possible reallocation of already running VMs [18, 255]. Requests for VM resizing
may invoke both reconfiguration and reallocation actions to respond to the changes in
application resource needs. For example, a new VM class may be required to fit the
workload and reallocation actions may be invoked to better utilise the freed resources
when workload needs decrease or the available resources of the current host are not
sufficient when workload needs increase [144, 251]. Finally, when the execution of a
workload finishes the assigned resources are released. Then, there is scope to reallocate
the remaining VMs trying to identify opportunities to switch off underloaded hosts
[144, 148].
Periodic Invocation Scheduling actions can also be invoked periodically, using predefined schedule intervals. In that case, the controller (or scheduler) is invoked periodically to determine the actions to be invoked in each scheduling round [7, 22, 182].
In [242], the controller sleeps for the predefined time interval and schedules the VMs
waiting in the queue in each round based on the power profile of each host. In [235], a
one-hour step is used to trigger the cost-aware controller. Periodic control is also used
in [7] to provide load balancing and scheduling in the proposed SLA-based allocation
policy. Finally, in [22], VM reallocation actions are periodically triggered to minimise
the number of the hosts required to run the workload without exceeding the specified
rate of SLA violations.
Hybrid Invocation A combination of event-driven and/or periodic invocation of
scheduling actions is also used in many studies [80, 93, 234]. In [93], separate events,
such as a new VM arrival or VM termination, trigger scheduling actions, while SLA
violations are periodically detected. The scheduling actions aim at reducing overall
power consumption, while meeting the SLA requirements of the applications. In [234],
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the triggering of the control loop can be configured so that the configuration and placement actions are invoked sequentially or at different time scales. In [144], performance
metrics are monitored periodically to determine whether extra resources are required
for the workload execution, while VM resizing may trigger VM migration actions. The
proposed allocation scheme adjusts the over-provision ratio, the percentage of extra resources to be allocated to a workload than actually needed, to control the triggering of
resizing events and as a result frequent migrations. The approach developed in [31]
combines both continuous deployment to allocate newly arrived VMs to the PMs and
periodic reallocation to optimise the placement of the VMs using historical data of the
VM resource usage to predict the demand behavior of each VM in the future.
Threshold-based Triggering In threshold-based triggering, performance metrics are
monitored to trigger the reallocation of VMs when a threshold is exceeded for a particular time interval. For example, utilisation metrics are periodically collected to trigger
the reallocation of VMs from overloaded hosts to less loaded hosts, such as for example
in [47]. The proposed learning model adjusts automatically the utilisation thresholds in
order to distribute the load and better utilise the resources, while triggering a moderate
number of migrations. In [161], CPU utilisation of each host is controlled periodically
and VM reallocation actions are invoked when it is not within the specified limits. In
[248], a hotspot event is invoked only when the threshold is exceeded for a number
of observations within a time interval to control the number of migrations and avoid
frequent transitions.
Table 2.1 summarises the work done in some representative examples.

2.2.4

Optimisation Objectives

The optimisation objectives describe the aim of the scheduling actions to optimise one
or more system parameters. The main optimisation objectives in VM scheduling are
the following:
• Resource utilisation
• Monetary units
• Energy consumption
System and user goals may be conflicting and a trade-off between different parameters
can be the goal in many management schemes.
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Table 2.1: Representative work on VM scheduling.
Example
VM Configuration: Henzinger
et al, FlexPRICE
[102]
VM Initial Placement: Borgetto et
al [24]

VM Reconfiguration: Dutreilh et
al [64]
VM Reallocation:
Petrucci et al
[182]

Event-driven
Triggering: Wu
et al [251]
Periodic Triggering: Beloglazov
et al [12]
Hybrid Control:
Goiri et al [93]

Description and Main Objectives
A flexible model to provide a set of options that
matches execution time
and price
Minimising the number of
physical machines while
respecting
application
QoS

Scheduling
Type
Focus
VM Configuration
at specific time
intervals

Identifications of instabilities in the system in order
to develop a dynamic resource controller
Dynamic management of
power consumption and
application performance

VM
tion

Algorithms that aim at
minimising infrastructure
cost and SLA violations
e.g. response time
Energy
efficient
algorithms
with
QoS
fulfilment
Energy-aware consolidation aiming at reducing
the number of physical
machines while respecting
application QoS in terms
of deadlines

VM reconfiguration,
placement and reallocation with event
driven invocation
VM (re)allocation
periodically

(Event-driven) VM
Placement

Reconfigura-

VM placement and
reallocation with periodical control

VM Placement and
reallocation and system reconfiguration
with hybrid invocation

Techniques Used

Evaluation

Construct price curves.
Various
scheduling
heuristics were employed
A bin packing algorithm
that uses the energetic
yield introduced to find a
placement that achieves
a trade-off between energy efficiency and QoS
performance, allowing
the handling of workload
concentration
threshold-based
and
reinforcement
learning techniques using
rewards
Mixed Integer Programming model that incorporates transition costs
and allows workload balancing
Minimum
available
space policy

Simulation with
synthetic data

Power
Consumption
model
and
priority
queue
A
greedy
heuristic
with cost model that
incorporates SLA, VM
migration and creation
penalties and rewarding
of loaded and reliable nodes, allowing
power
management
with switching on/off
operations

Simulations
on
CloudSim
with
synthetic data
Simulations based
on
OMNET++
for HPC applications with hybrid
resource
needs
using a workload
from Grid5000

Simulation with
synthetic
data
generated using
normal distribution

The RUBiS application

Simulation with
web applications
(World Cup Web
traces)
Simulations
on
CloudSim using
synthetic data

Resource utilisation
Increasing resource utilisation is one of the main goals of cloud providers. Resource
wastage may lead to increased energy consumption and costs due to underloaded (or
underutilised) hosts, but also profit loss due to the reduction of the number of applications that can be accepted. In [215], resource utilisation is increased by maximising the
yield, a metric defined as the fraction of computing capacity to be allocated to a task to
that consuming when running alone on the host. This allows to maximise application
performance while providing fairness between different applications.
Host consolidation, allocating multiple VMs onto PMs to share the hardware resources, can be used to increase resource utilisation [167, 141, 245, 75]. However, the
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collocation of VMs may impact application performance. In order to better utilise the
system resources without VMs interfering or impacting the performance of each other,
VMs with complementary resource need trends can be identified to multiplex VMs
with different resource needs [167]. In [167], the VMs are initially divided into groups
according to their utilisation and performance patterns and resources are allocated to
each group instead of each application VM separately. The algorithm allocates the
amount of the joint required resources to the group, which is the minimum required
capacity to be allocated due to the complementarity of the VM resource needs.
Although host consolidation may increase resource utilisation, tight consolidation
of the hosts may affect the performance of the running workloads. The problem of host
consolidation in clouds is discussed in [37] to achieve an energy-performance trade-off
while the work in [51] focuses on the aspects of power, host and networking resource
sharing, evaluating performance degradation and consolidation constraints. A performance model to represent different VM combinations and performance interference
between VMs and evaluate system performance in a virtualised environment is developed in [125]. In [205], a mathematical model to estimate the interference between
collocated VMs is developed and used to pause and resume VMs so that workload
performance is improved.
A model to predict the performance degradation of a service running on a consolidated host is proposed in [153]. The model is used by two energy-aware heuristics
to take into account the performance constraints of the consolidated services and approximate the formulated energy-optimal and performance-aware problem. Finally,
the work in [43] uses queuing-theory modelling to predict application performance
metrics on multi-core systems taking into account the interference and load dependent
characteristics of the collocated VMs. The model is used to improve the consolidation
of the VMs maximising resource utilisation while meeting the application performance
requirements.
The scheduling of VMs onto shared hosts so that interference between collocated
VMs is reduced is also the subject in [96, 97]. The cross-VM interference of the
applications is taken into account in the proposed bin packing heuristic to combine
HPC applications and consolidate the VMs to the PMs so that application performance
is not compromised. The work in [73] focuses on the dynamic allocation of the VMs
to PMs so that overall resource utilisation is increased while meeting the VM resource
requirements over time. The proposed approach uses a bin packing algorithm that
achieves efficient allocation even with unpredictable change in the CPU utilisation of
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the VM, migrating VMs to correct and minimise SLA violations if needed.
The work in [40] addresses the problem of VM placement for heterogeneous workloads with dynamic resource sharing, managing long running jobs and transactional
applications to achieve fairness between the different application targets and meet the
SLA objectives. The consolidation approach in [245] formulates the optimisation problem as a stochastic bin packing problem that takes into account the network bandwidth
constraints by modelling the bandwidth demands of the VMs as a probabilistic distribution. The algorithm reduces the number of required hosts.
Workload concentration is also used to improve resource utilisation by aggregating the load to an optimal number of hosts. Switching on/off operations are used to
increase or decrease the number of active hosts in order to respond to the dynamic
workload and minimise power consumption. The framework in [144] minimises the
number of running hosts using both static and adaptive scheduling actions in order to
reduce energy consumption. Additionally, resource over-provisioning is used to avoid
frequent VM resizing. Selecting the host with the least available space to map the next
incoming VM waiting for its allocation is another scheduling policy used to achieve
workload concentration, such as the Least Free Capacity (LF) scheme in [61].
The profit- and priority-based placement policy in [137] reduces the number of
instances created in order to increase the utilisation of the hosts without exceeding the
SLA constraints. To do so, the scheduling is based on the proposed pricing model that
incorporates processor-sharing and the time-varying utility function where the price
charged depends on the expected response time of the service. The scheduler assigns
the requests to the instances based on both the profit and response time criteria to
control the incoming rate of requests of each VM instance.
An underutilised host that is not expected to serve new incoming requests can be
set in a retiring state – waiting for the still running VMs to finish without accepting
new incoming requests – so that the host can be set to a lower power consuming state
(e.g. to be switched off or set to idle state). When the execution of the remaining
VMs is expected to continue for a long period, the remaining VMs can be migrated to
other active hosts so that the underutilised host can be set to a lower power consuming
state earlier. In [148], a dynamic round robin scheme that follows these two power
saving rules is proposed. The dynamic round robin scheme combined with the First
Fit heuristic further improves energy efficiency.
Workload balancing techniques are used to distribute the load between the hosts
and avoid host overloading that may impact application performance, such as response
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time. Workload balancing policies include round robin scheduling to evenly distribute
the requests between the available hosts, Join the Shortest Queue (JSQ) scheduling to
balance the number of waiting VMs at the queues by assigning the request to the shortest waiting queue and the Maximum Available Space policy to increase the utilisation
of the less loaded hosts.
A weighted round robin method is used in [181] to balance the load between the
hosts based on the current capacity of each host. In [182], the round robin algorithm
can dynamically respond to QoS requirements and energy issues, supporting reconfiguration, migrations and dynamic voltage and frequency scaling (DVFS) techniques to
optimise the current state of the system. An alternative policy to the JSQ heuristic is
applied in [155]. In this policy, a host is randomly selected in each round and compared
with the host selected in the previous round in terms of the queue length. The host with
the shortest queue is then used for the placement of the VMs in the current round. In
that way, throughput is increased without impacting system performance with delays.
Finally, the Maximum Available Space policy is used during the migration phase in
[32] to migrate the VMs from overloaded hosts to less loaded ones. Each migrated
VM is reallocated to the host with the lowest utilisation (load), while respecting the
bandwidth and latency constraints.
Optimisation of Monetary Units
Cost-based and utility-driven scheduling is another approach used in many VM management policies. Minimising the operating costs or maximising the profit and utility
gain are goals from the provider’s perspective, while minimisation of the application
cost or meeting budget constraints are goals from the user’s perspective. Economic or
cost functions are used to model the cost of a configuration and the total profit of the
provider. The infrastructure cost, transition costs to model transition overhead, penalty
costs from SLA violations and/or the revenue from the users are some of the factors incorporated into the cost models. Revenues may also account for resource outsourcing
and insourcing (renting) to other providers.
In [149], the cost function comprises of migration costs, energy costs and the cost
of overloaded hosts to model the potential impact of overloading on system performance. The proposed approach aims at achieving a trade-off between energy efficiency
and the provided performance. The cost model in [164] incorporates penalty costs due
to SLA violations, costs due to unused resources and the cost of actions (the percentage
of the actions to be executed compared to all possible actions that could be executed)
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in order to optimally adjust the utilisation thresholds that invoke the actions to be executed. The infrastructure cost mainly comprises the energy consumed by the used
hosts and the energy spent for cooling, as for example in [133]. The energy consumed
by a host is computed taking into account the power consumed in idle state and the
dynamic power required to execute the jobs, depending on the utilisation level of each
resource. Resource outsourcing to other providers and switching on/off operations are
also incorporated in the cost model in [92].

Operating Costs Minimising the operating costs is the focus in many studies
[169]. These may include the electricity cost due to energy consumption, penalty costs
due to SLA violations and overhead costs due to transitions or migrations. Resource
and penalty costs to find the configuration that minimises overall cost are incorporated
in the model in [169]. In [192], a trade-off between the over-provisioning cost (the
additional cost from unused resources) and the wait cost that models the time between
the arrival and execution of an application request (the delay of the instantiation of new
VMs) is achieved. Electricity costs are taken into account in [133] to schedule the jobs
based on the energy price, cooling and peak power demand costs.

Maximisation of Provider’s Profit and Utility Increasing the gain of the provider
in profit- or utility-based scheduling schemes [91, 261, 39, 95] is another goal used.
The total profit of the provider can be modelled taking into account both the operational costs and the SLA contracts, as in [95] where a dynamic programming approach
is proposed for multi-tier applications. Renting costs can also be considered to support outsourcing of VMs to other providers and further increase the profit, such as for
example in [91]. The proposed approach also considers energy consumption, system
overheads and penalties from SLA violations.
In [39], the utility of an application is used to prioritise more profitable applications and compute the total utility gain of a host under a specific configuration. The
utility function of the application is also used to determine the resource capacity to be
allocated. The optimisation problem is then transformed into finding the configuration
that maximises the total utility gain of the system while also considering the power
costs. However, the proposed approach does not consider migrations that could further
improve the consolidation.
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Energy Efficiency

Minimising power consumption is one of the challenges that arise in cloud computing
due to economic and environmental factors. Resource utilisation, e.g. CPU, disk,
storage and network capacity, and cooling systems are main factors that contribute
to energy consumption and result in increased operating costs for the providers and
CO2 emissions that impact the environment [13]. Policies to minimise the number of
active machines and reduce the idle time in hosts [63, 162, 262, 65], DVFS techniques
that aim at lowering the CPU frequency of the processor to achieve power savings
[84, 242, 59] and thermal management policies to avoid thermal hotspots and increased
cooling costs [221, 133, 248] are used to improve energy efficiency in data centers. The
subject of energy efficiency is further discussed in Section 2.3.
Representative work on different optimisation goals is presented in Table 2.2.

Table 2.2: Representative work on different optimisation goals.
Example
Host Consolidation: Meng et al
[167]

QoS
Requirements: Stillwell
et al [215]

Monetary Units:
Sharma et al
[208], Kingfisher

Energy
Efficiency:
Wood
et
al
[248],
Sandpiper

Description and Main Objectives
A joint-VM based provisioning framework to
combine VMs with complementary needs aiming
to increase resource utilisation and minimise the
number of nodes required
Resource provisioning to
increase resource utilisation and optimise resource
availability to applications, defining a metric
that reflects performance
and fairness
A cost-based provisioning framework that allows
minimisation of infrastructure or transition cost

Scheduling
Type
Focus
VM Configuration
and Reconfiguration
at each time frame

Techniques Used

Evaluation

Statistical
modelling,
First Fit Decreasing
algorithm for the bin
packing problem

Workloads from
commercial data
centers

VM
(re)configuration
and (re)allocation

Mixed integer linear program and bin packing algorithm

Experiments using
simulations
with synthetically
generated applications of hybrid
needs

VM
(re)configuration
and reallocation at
steps

Integer linear program
with greedy heuristic

A framework that provides thermal management
choosing and migrating
VMs according to their
volume-to-size ratio, a defined metric

VM (re)allocation
and reconfiguration
with
periodical
control

Based on auto-regressive
predictors and a greedy
heuristic for migrations

Experiments
using the OpenNebula
toolkit
with
realistic
web applications
using the TPCW
benchmark
(e-commerce
application)
Experiments using
RuBiS for web applications
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Optimisation Techniques
Common optimisation techniques are used in VM management to achieve the optimisation goals described in the previous section. These are the following:
• Utility and Reward Functions
Utility and reward functions model the value the execution of an application (or
a configuration) has for either the user or the system (to prioritise applications
accordingly). The overall gain from the transition of the system to a new configuration can also be modelled [137, 234, 113].
• Integer Programming
The optimisation problem can be formulated as an integer programming problem
that describes the conflicting constraints and goals [209, 261, 208].
• Probabilistic, Stochastic and Statistical Models
Probabilistic, stochastic and statistical models are used to predict the application
resource needs and configure the system depending on the estimated demand
[246, 155, 245].
• Genetic Algorithms and Artificial Intelligence Techniques
Genetic algorithms and artificial intelligence techniques, such as swarm intelligence and neural networks, consist another group of methods used to predict
application performance and transit the system to an optimal state [100, 110,
131, 99].
• Machine Learning Techniques
Supervised learning algorithms, such as SVMs, and reinforcement learning techniques are examples of machine learning techniques used to model application
behaviour and plan the VM configuration actions [178, 253].
• Bin Packing Algorithms and Dynamic Programming
Bin packing algorithms and dynamic programming techniques are mainly used
for placement optimisation problems [215, 209, 17, 14, 95].
• Heuristics
Heuristics are used in the literature providing good results and low computational time [248, 133, 208, 23].
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Table 2.3: Representative work on optimisation techniques.

Example
Utility and Reward Functions:
Jung et al [113],
Mistral

Stochastic
Model:
Bobroff et al [22]

Integer Programming Problem:
Tordsson et al
[229]
Genetic
Algorithm: He et al
[100]
Bin
Packing
Algorithm: Beloglazov et al
[13]
Heuristics: Borgetto et al [23]

Machine Learning Techniques:
Niehorster et al
[178]

Description and Main Objectives
A scheduling framework
that considers power and
transition costs while respecting application performance in terms of response time

Scheduling
Type
Focus
VM reconfiguration
and (re)allocation
in stability intervals
based on historical
data

Techniques Used

Evaluation

Use of utility function
and a bin packing algorithm

Host consolidation algorithm that aims at improving resource utilisation while reducing SLA
violations
A brokering mechanism
for the placement of VMs
across multiple cloud
providers to incorporate
application cost and QoS
VM consolidation and resource provisioning that
aims at minimising transition overhead
Energy aware consolidation while respecting QoS
focusing on finding the
VMs to be migrated

Periodic
tion

realloca-

Using historical data for
forecasting

RUBiS application with realistic
traces for web
applications from
the World Cup
site and a web
host system (HP
user’s)
Use of production
workload traces

VM configuration
(periodically)

Integer linear program
formulation and workload balancing

Realistic
traces
from NAS Grid
Benchmarks

Periodical
VM
reconfiguration and
reallocation

a genetic algorithm

VM
Reallocation
in each round (time
frame)

An energy-conscious allocation scheme for the
trade-off between power
consumption and job performance
Development of agentbased system that learn
behaviour models and
provide cost estimates

VM placement

A modified bin packing algorithm, implementation of DVFS and
switching on/off operations
linear program formulation

Synthetic data for
CPU, memory and
I/O intensive applications
Simulations
on
CloudSim

Event driven VM reallocation and reconfiguration

machine learning technique

synthetic data with
implementation in
Grid5000

Use of the RUBiS
benchmark

Table 2.3 includes representative work that makes use of such techniques.

2.2.5

Applications, Metrics and Tools

In this section, the characteristics of the applications, metrics and tools used to implement and assess the performance of the VM scheduling frameworks in the literature
are described.

Application Characteristics
The applications that utilise cloud computing are categorised depending on their resource needs, nature and domain. The targeted workloads of VM management schemes
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and applications used in the evaluation need to follow the characteristics of real applications to assess the performance of the algorithms in realistic scenarios and allow the
deployment of the algorithms in real-world systems.
Resource Needs Cloud computing applications can be categorised based on their
resource needs, such as the required CPU, memory, disk and network capacity.
• Computationally Intensive Workloads. Numerous applications in cloud computing are computationally intensive, consuming most of the execution time on the
CPU. As a result, many algorithms focus on improving the CPU usage for computationally intensive workloads. Matlab benchmarks to represent CPU-bound
applications are used in [131], while CPU-bound benchmarks are also used in
[94] to model HPC applications.
• Data-intensive Workloads. Data-intensive applications process large amounts of
data and require a large amount of memory, such as web service requests. TPCW and TPC-H benchmarks model memory-intensive workloads, as for example
in [27, 169].
• Hybrid Workloads. Hybrid applications are widely used in evaluation to mix
applications with various resource needs, such as network and CPU capacity
[214, 241, 122].
Evaluation Data The evaluation data can be divided in terms of the way they were
generated into synthetic and real data.
• Synthetic Data. Synthetic data are commonly used to evaluate the performance
of the proposed frameworks, such as httperf in [107] to gather the data, while in
[39] data are generated using a normal distribution.
• Real Data. Real applications are used in many studies [5, 139, 159, 106, 30,
242], such as web server traces [5] and scientific applications in the field of
bioinformatics, physics and earth sciences.
Application Domain The last categorisation is based on the application domain with
web and HPC (or parallel) applications.
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• Web Applications. Web applications comprise an important class of cloud computing applications. Traces from web servers [5, 154], Wikipedia traces used
in [166, 165, 65], World Cup traces [182, 181, 168, 38] and e-commerce and
transaction applications, such as the TPC-W benchmark used in [208, 263, 69]
and the RUBiS benchmark in [246], are examples of web applications that are
widely used.
• HPC and Parallel Applications. HPC and parallel applications are another domain of commonly used cloud computing workloads. Both synthetic [215, 154]
and real data of applications, such as HPC clusters and supercomputers traces or
scientific workflows, are used [177, 241, 39].

Evaluation Metrics
This section describes the metrics used to evaluate the performance of the VM management algorithms. The metrics are divided into the following groups: application
performance, host consolidation, energy efficiency and monetary metrics.
Application Performance Metrics Application performance metrics measure the
QoS level provided to the user. Response and execution time, application throughput
and availability, deadline violations and delay are some commonly used QoS metrics.
The number of total SLA violations and requests rejected are other application performance metrics. Overall, QoS parameters describe the system reliability and availability. Reliability refers to the ability of the system to provide the agreed or expected QoS
level and the degree to which the users can trust the provider. Availability, on the other
hand, refers to the degree to which the system resources are available to users to serve
their applications, e.g. in the case of a node failure, and also the possibility that there
are available resources to accept an incoming request.
• Response and Execution Time
Response time is used in [26] to evaluate the efficiency of the reinforcement
learning approach to achieve system auto-configuration. Other examples are
[139, 64].
• Application Throughput and Availability
User efficiency is defined in [143] as the ratio of the social welfare of the allocation to the maximum social welfare obtained by an optimal allocation. Similar
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metrics are over- and under-provisioning percentage in [70] and availability satisfaction in [129].
• Number of Deadline Violations and Delay
Miss rate, the fraction of the longer period needed after missing the deadline
to the scheduling round used, and three delay factors are used in [148, 177],
respectively.
• Total Number of SLA Violations
The number of SLA violations is used in [167, 251] to assess the efficiency of
the proposed policies.
• Number of Requests Rejected
Demand satisfaction, a metric to calculate the fraction of the application demand
that the allocation policy satisfies at each round, is defined in [219], while the
number of request rejections is used in [176, 8].
Host Consolidation Metrics Total resource utilisation and system throughput measure the efficiency of the system to exploit the system resources and serve as many
users as possible, while algorithm execution time is used to measure how quickly the
system can respond to the changing resource needs. Finally, the number of VM migrations is also used to measure the efficiency of the algorithm as frequent transitions
may impact the performance of the system.
• Total Resource Utilisation
Resource utilisation is one of the parameters used in [127] to assess the improvement on the data center performance when reallocation actions take place.
Another example is [214].
• System Throughput
The number of requests accepted (per second) is a parameter used in [253, 176]
to evaluate the system efficiency.
• Algorithm Execution Time
Execution time of the algorithm is one of the evaluation metrics for Intercloud
in [34] and the placement algorithm in [130].
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• Number of VM Migrations
The number of migrations invoked to reconfigure the system are used in [13, 256]
to evaluate the applicability of the distributing frameworks.

Energy Efficiency Metrics In this section, metrics used to evaluate the degree to
which a proposed model achieves energy improvements are described. The number
of system resources required, being either VMs or physical hosts, total power consumption and energy savings are commonly used parameters to describe the energy
efficiency of the system.
• Number of System Resources
The number of resources is one of the metrics used to assess the performance in
many studies such as [41, 18].
• Power Consumption and Energy Savings
Power consumption and energy cost are some of the metrics used in [110, 18,
141].
Profit and Cost Metrics
The cost, revenue and profit of the provider are provider- and user-centric economic
metrics.
• Provider’s Cost
Total cost is a parameter used in [133, 251] to assess the efficiency of the deployed cost-based algorithms.
• Provider’s Profit and Revenues
The profit and total revenue of the provider are used in [209, 165], while application cost in [159, 30] evaluates the efficiency of the algorithm to provision
proper instance types that respect user performance optimisation goals.
Tools
In this section, tools commonly used in the literature to deploy the VM management
frameworks in cloud computing are described. These are divided into real platforms,
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Table 2.4: Representative work for implementation.
Example
Application
Characteristics
- CPU Intensive
Benchmarks:
Goiri et al [94]

Evaluation Data Synthetic Traces:
Almeida et al [5]
Application Domain - Web Applications: Mazzucco et al [165]
Real Platforms:
Mao et al [159]

Middleware and
Software Tools:
Espadas et al [70]

Simulation Tools:
Calheiros et al
[32]

Description and Main Objectives
An allocation policy to
maximise provider’s profit
while considering energy
efficiency, overheads and
SLA violations and supporting resource outsourcing
Scheduling policy to
increase provider’s profit
while considering QoS
requirements
A model that aims at maximising provider’s profit

Scheduling
Type
Focus
Event-driven VM
(re)allocation and
reconfiguration

Techniques Used

Evaluation

cost-based heuristic with
switching on/off operations

Use of real CPU
intensive
tasks
from
Grid5000
and implementation in OMNet++

VM configuration
and initial placement with periodical
invocation
periodical VM reallocation

FCFS scheduling

Use of
model

a

Use of both synthetic and realistic
data, web applications
Use of Wikipedia
traces for real web
applications

A scaling framework to
optimise the number of instances used allowing reduction of user cost while
meeting the application
deadlines
A cost-based provisioning
and load balancing framework that considers multitenancy, finding the optimal number of VM instances required
Automatic virtual machines and links mapping

VM reconfiguration
in intervals

integer
problem

programming

Event-triggered VM
(re)configuration
and placement

workload balancing

VM (re)allocation at
each iteration

workload balancing using available CPU utilisation as the load metric

stochastic

Implementation
on
Windows
Azure using simulations and a real
scientific application, MODIS
Implementation
on Eucalyptus and
simulation of a
J2EE application

Use of synthetic
data and implementation in
CloudSim

middleware and simulation tools. Real platforms include some Infrastructure as a Service (IaaS) and Platform as a Service (PaaS) models. In IaaS models cloud providers
deliver resources as VMs on-demand. Users deploy their applications on VMs while
maintaining the operating systems and application software. In the case of PaaS, users
(application developers) can develop and run the software on the computing platform
offered by the cloud providers without the need of maintaining their own hardware
resources, such as the database and web servers. The provider delivers server, storage
and network resources while the user can deploy the software and configure the settings
using the provider’s libraries. Middleware and software tools include cloud computing
platforms to manage data center infrastructures and deliver software. Finally, simulation tools include simulation environments developed to test the algorithms. The most
common tools used in the literature are presented below. Table 2.4 includes representative work that makes use of such tools.
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Real Platforms Some real platforms used in the literature to deploy and test the proposed scheduling frameworks are Amazon Elastic Compute Cloud (EC2)1 and ElasticHosts2 (IaaS models) and Windows Azure3 , a PaaS model. Amazon EC2 provides ondemand instances (VMs) to users to execute their applications, charging in an hourly
basis and is used to perform experiments, as for example in [169]. ElasticHosts charge
the usage of different kind of resources (such as CPU, memory and disk) separately
allowing users to rent VMs with different characteristics and not fixed classes, such as
medium and large instances. ElasticHosts is used in [229]. Finally, Windows Azure is
a PaaS model that provides compute and storage resources to users, as for example in
[159].

Middleware and Software Tools Many scheduling frameworks are implemented
and tested using various middleware and software tools. OpenNebula4 , Aneka5 , Eucalyptus6 and Globus Nimbus7 are some of them. OpenNebula is a cloud management
toolkit to build and manage IaaS clouds such as monitoring and deploying the VMs. It
is used to incorporate and test the scheduling mechanisms developed in many studies,
such as [64, 181, 199, 208, 242]. Aneka is another software tool for the management of
resources from heterogeneous sources, such as private and public clouds, that is used
in [237]. Eucalyptus [179] is an open source software platform to deploy cloud infrastructure and is commonly used to perform experiments, as for example in [70, 107].
Finally, Nimbus is another open source IaaS platform mainly aiming at the scientific
community [236].

Simulation Tools Apart from implementing and testing the scheduling architectures
in real and middleware platforms, experiments can also be performed using simulation
tools. Some of them are CloudSim8 and OMNET++9 . CloudSim is a cloud computing
simulation toolkit to perform simulation-based experiments to evaluate the efficiency
of the deployed algorithms [110, 14, 251, 32]. The simulators in [18, 93, 91, 92] are
1 http://aws.amazon.com/ec2/
2 https://elastichosts.com
3 https://www.windowsazure.com
4 http://www.opennebula.org
5 http://www.manjrasoft.com/products.html
6 http://www.eucalyptus.com
7 http://www.nimbusproject.org
8 http://www.cloudbus.org/cloudsim
9 https://www.omnetpp.org
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based on OMNet++, a simulation platform used by the scientific community to build
network simulators.

2.3

Energy Efficiency and Power Modelling

In this section, energy characterisation and prediction methodologies are described to
provide an overview of the existing energy modelling methods for HPC applications,
focusing on the level of the host and application configuration. These methodologies
are often used to optimise the scheduling of the applications on the resources in an
energy efficient way. Also, this section describes energy-efficient approaches that try
to optimise the application scheduling on the cloud resources.

2.3.1

Overview

The energy needs of hosts in computing systems, such as clusters, have increased significantly in the recent years [221]. Resource utilisation of the hosts and the cooling of
these systems result in high operating costs for the providers, but also impact the environment with CO2 emissions [13]. As a result, energy efficiency in HPC systems and
power management schemes to optimise energy consumption and reduce this impact
are required [66]. However, deploying energy-aware scheduling and power management techniques, such as thermal management and DVFS, requires knowledge of the
activity in the computing resources and hardware components, such as CPU and memory, to understand where energy usage is dominant. For example, energy models to
predict energy consumption of an application based on thermal information can help
in predicting the impact of an application configuration on the thermal state of the
system and develop proactive resource management approaches to reduce the energy
spent in the cooling systems. Identifying the application characteristics and performance factors that contribute to power consumption is also a key component to achieve
this [151]. For example, power management techniques, such as DVFS, impact performance and the energy requirements of applications in a different way depending on
the application characteristics. Knowledge of the energy profiling of the applications
is required in order to determine its optimal configuration and achieve energy savings.
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Energy Characterisation Under a Certain Configuration

Existing methodologies used to measure and predict energy consumption of an application under a certain configuration are categorised. Full-system energy characterisation
using meters is a holistic approach where actual measurements of energy consumption are provided at runtime. The component-based approach provides a more detailed
breakdown of the energy consumed by each resource used to run the application under a certain configuration. In counter-based power modelling approaches, the activity
of the application is profiled based on utilisation metrics and hardware performance
counters correlated with power consumption. Software and simulation-based power
prediction are additional approaches used to characterise energy consumption.

Full-system Energy Characterisation Using Meters
Meters, such as line meters, clamp meters or power panels on the power distribution
unit (PDU) can be used to directly measure power usage of a system at runtime and
characterise energy consumption [117, 108]. Although measuring energy consumption
of hardware shows high accuracy, the provided measurements do not give insight on
how the power required to run an application is distributed to the different components,
while energy characterisation is specific to the architecture [247, 16].
Processor power consumption was measured using a power meter in [11] to provide
power modelling for multi-core systems. Resource sharing and power management
techniques were used to improve the accuracy of the model based on the observation
that power consumption does not consist of the sum of the amount of power spent at
each core at modern processors. However, the approach used requires modelling of the
architecture and components for each processor type.
A clamp meter approach is used in [108] to measure real power consumption. A
tool to provide total and component-based power estimation of processors at run-time
is developed. Real measurements are combined with per-unit power estimation based
on performance counters. The model requires monitoring of the performance counter
events and power at runtime to generate the power statistics. In [117], the power consumed in large-scale systems running HPC workloads is predicted based on a linear
model to provide insight on the relation between power and execution time on specific
platforms.
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Component-based Energy Measurement
Component-based energy measurement approaches can be found in [66, 86]. Although
the component-based approach allows analysing the power on the different components, most of the hardware-software approaches that provide component-based energy measurements require direct measurements to calibrate the model parameters.
Energy profiling and analysis for HPC applications and systems is the subject in
[86] extending PowerPack, a hardware-software tool to characterise power of highperformance clusters by collecting power consumption data during the execution of
the application and analysing the power on different components, such as processors,
memory, disks and network interface components (NICs). PowerPack can be used to
map the power profile of the application to the program code and investigate the power
behaviour of the application code segments. The PowerPack tool is used in [78] to
isolate and measure power by component. Power consumption in CPU, memory, disk
and NICs is considered.
In [66], Mantis, a non-intrusive tool that allows fast and accurate power predictions,
providing component-level breakdown of power consumption, is proposed. Mantis
provides full-system power characterisation in real time and predicts power consumption of server systems based on hardware performance counters and component utilisation metrics. The micro-benchmarks used to derive the model are independent of
the applications used in the evaluation. The model requires offline calibration to fit
the software metrics to the power readings, allowing to predict power online without
requiring a power meter. However, the model is based on the assumption that the components are linearly independent, isolating and stressing each system component separately to derive linear relation between power consumption and the utilisation metrics,
which is not the case for resource sharing.

Counter-based Power Modelling
Performance counter events monitored during runtime are used to generate usage and
activity metrics for each hardware component and provide good estimation of the performance and power consumption of the application without requiring long simulations.
In [50], a linear model to estimate power consumption for the CPU and memory
components in embedded systems relying on hardware performance counters is proposed. The model is implemented for processors with different voltage and frequency
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configurations of the core. The model requires the user to run the benchmarks several
times to improve the estimation, which may not be feasible for multicore systems and
parallel applications [212]. In [194], a regression model using runtime performance
counters for multicore processors is analysed. The empirical tuning framework provides good performance and energy efficiency for scientific applications by estimating
power consumption in real time. The model is used to optimise the configuration of
compilers and energy for scientific codes without impacting performance.
In [21], the proposed model correlates performance counter events to power consumption in subsystems, such as memory, I/O and disk, and shows that full system
power consumption prediction based on these events is feasible. Finally, the approach
in [112] combines different power characterisation approaches in order to estimate
power consumption of microprocessors at runtime. The developed framework provides slow but detailed power simulation and measurement at runtime with low overhead and high accuracy, using performance counters and activity factors as well as
direct measurements in order to provide component-based power distribution.
Power analysis that exploit thermal information to estimate power consumption is
used in [136]. The estimation is based on hardware counters to monitor the activity of
the different functional units of processors or thermal information from sensors.
In [212], the impact of shared resources and temperature on power estimation focusing on chip multiprocessors is investigated. A model to achieve real time prediction
is derived which does not require off-line profiling of benchmarks. The microbenchmarks used to stress the performance counters at run-time and derive the estimation
model are independent of the applications to run so that the model is not applicationspecific. However, the model has not been validated for dynamic power management
techniques.
In [136] a software mechanism for temperature sensing at runtime is developed.
The thermal model makes use of performance counters to collect information for processor activity and characterise the temperature distribution of the chip without the
need of thermal sensors. However, the model adds some thermal overhead, while slow
calibration is required. In [222], a heat flow model that uses temperature information
available from onboard sensors is proposed characterising the data center air recirculation as a cross reference among the hosts. The model provides fast and accurate
temperature distribution prediction and can be used for online thermal management.
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Software and Simulation-based Power Prediction
Software and simulation-based approaches can be used to profile and predict power
consumption automatically without the need of direct measurements using sensors,
sometimes at the expense of accuracy.
Simulation-based performance and power models using regression for power prediction of microprocessors are proposed in [135]. The number of required simulations
is small using statistical inference while it provides fast estimation and good accuracy.
Wattch, a high-level simulator to be used by architectural and compiler techniques, is
proposed in [55]. The estimation is fast and accurate quantifying the power consumption of the major processor units and taking into account per-cycle resource usage during simulation. The parametrised power models are scaled with hardware and activity
counters provided by the performance simulator in order to estimate the power.
In [60], pTop, a software-based power profiling tool provides component-based information about the energy consumption of application processes. The estimation of
the amount of energy consumed by an application over time is based on the utilisation of each component (CPU, disk and network components), taking into account the
transitions of each resource. However, power consumption for each frequency state
and transition is assumed to be fixed resulting in lower accuracy. Also, information
about the amount of energy spent due to the interaction between the different system
components (resources) is not taken into account.
SoftWatt, a power simulator to model the CPU, memory and disk utilisation is proposed in [98]. The proposed simulator quantifies the performance and power behaviour
of both the application and the operating system. SoftWatt is used in [146] to profile
and characterise the operating system (OS) routine-level power consumption based on
the observation that power is strongly correlated with the instructions per cycle metric
and a linear regression model is proposed.

2.3.3

Models to Estimate and Profile Power

Developing energy-aware infrastructures to increase energy efficiency requires knowledge of the breakdown of power consumption to the components that contribute to it
and quantifying power consumption [112]. For example, CPU, memory, I/O and disk
are some of the factors that contribute to power consumption. Approaches used to
improve energy efficiency, such as DVFS, host consolidation and dynamic scheduling,
are based on the prediction and estimation of power consumption.
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Although direct measurements can be used to measure total energy consumption of
an application, it is difficult in practice to provide a breakdown of the energy needs of
an application and identify the factors that contribute to it so that power optimisation
can be applied. As a result, power models that may accurately estimate the power
consumed by a specific configuration of an application are required to transition the
system into an optimal state and achieve energy savings. Depending on the application
resource needs, different power models can be used to estimate power consumption
based on the utilisation of the resources in the host and the application characteristics.
In this section, power models from the literature are presented.

Linear Model Based on CPU Utilisation As CPU is the dominant component in
terms of energy consumption [15] in hosts, a simple linear model that correlates power
dissipation with CPU utilisation is proposed in [74] and used in many studies [132,
141, 12]. Power consumption consists of both static and dynamic power. Static power
is the power consumed while the system is idle, while dynamic power is the additional
power required in order to execute the workload. Power consumption is estimated as:
P = Cbase +C1 ·UCPU ,

(2.1)

where Cbase is the minimum power consumption in the idle state, C1 the difference between the maximum power consumption when the processor is fully utilised and when
idle, and UCPU is total CPU utilisation. This model assumes that power consumption
increases linearly with CPU utilisation. An approach similar to Mantis [66] is used to
run the experiments and calibrate the proposed model.
Based on the linear CPU-utilisation model (Equation 2.1), CPU power consumption in the case of multicore processors can be modelled as
n

P = Cbase + ∑ Pcorei ,

(2.2)

i=1

where Cbase is the minimum power consumption in idle state dynamic power consumption of each processor core, Pcorei , is correlated to the utilisation of the core [10]. In
[132], the coefficients of the linear model are computed for a different number of VMs.
Although the model is simple, it allows modelling power consumption in hosts with
multiple VMs and is used by several host consolidation approaches as discussed in
Section 2.3.4.
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Non-linear Model based on CPU Utilisation CPU is not the only component that
consumes power, but other system resources, such as memory and I/O, contribute to
power dissipation. As the operations in other system components can be correlated
with CPU activity [15], an empirical model that correlates power consumption with
CPU utilisation can be used:
r
P = Cbase +C1 ·UCPU +C2 ·UCPU
,

(2.3)

where an empirical term is added to Equation 2.1 to increase the accuracy of the model
[74, 196]. C2 and r are additional parameters fitted during calibration.
The models described next may provide more accurate power predictions as they
consider the power consumption in different resources, such as memory and disk.
However, information about the utilisation of other resources may be required.

Linear model based on CPU and I/O utilisation A linear model that takes into
account CPU utilisation and I/O bandwidth is described in [243] to estimate power
consumption of a host. Power consumption is estimated by:
P = Cbase +C1 ·UCPU +C2 ·UI/O ,

(2.4)

where Cbase is the base power consumption of a node when idle, UCPU the CPU utilisation of the host, UI/O the I/O bandwidth in MB/sec and C1 ,C2 the coefficients of
the model. The model parameters are calibrated using overall energy consumption
measurements provided by a power meter.
The model is based on the work in [118]. The profiling tool in [118] consists of
a workload manager that triggers the measurement process and event tracing related
to OS operations (CPU and disk I/O usage), the event logger for event logging and
the energy profiler to correlate resource usage with the event traces and profile the
application energy consumption in each resource.

Linear Model Based on CPU, Disk and Network Utilisation A linear model that
is based on the utilisation of the resources, namely CPU, disk and network is proposed
in [101]. The power consumed by a host can be described using the generic formula:
P = Cbase +C1 ·UCPU +C2 ·UDisk +C3 ·UNet ,

(2.5)
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where Cbase is the base power consumption of a node, UCPU , UDisk and UNet are the
CPU, disk and network interface utilisation and C1 ,C2 ,C3 are the respective measures
of power (coefficients) which can be determined using several benchmarks.
The energy model in [60] also attributes energy consumption to the CPU, disk and
network components. CPU energy consumption is correlated to the time the processor runs at each particular frequency and the number of transitions triggered in each
interval. The power data are provided from the configuration file of the hardware vendors and the model does not require additional hardware. This makes it applicable to
different platforms in contrast to other hardware-based approaches.
Linear Model Based on CPU, Memory, Disk and Network Utilisation As both
CPU and memory are main contributors of power consumption [10, 119], a more detailed power model is proposed in [66] relying on the utilisation metrics of CPU, disk
and network components and hardware performance counters for memory. The model
can be described using the following formula:
P = Cbase +C1 ·UCPU +C2 ·UMem +C3 ·UDisk +C4 ·UNet ,

(2.6)

where Cbase is the base power consumption of a node, UCPU the CPU utilisation, UMem
the off-chip memory access count, UDisk the hard disk I/O rate, UNet the network I/O
rate and C1 ,C2 ,C3 ,C4 are the respective model parameters. The Mantis model was
used to take the actual measurements and derive the model parameters, using benchmarks to emulate applications with varying resource needs and stress each component
separately. The work in [78] also isolates and measures the power consumed by component, including the CPU, memory, disk and network interface components with the
goal to profile the actual power consumption in a cluster of homogeneous hosts in the
case of parallel applications.
Power Model in CMOS Circuits Power consumption in CMOS circuits (dynamic
power consumption) is proportional to the square of the voltage supply of the proces2 , and the respective frequency, f [28]. As the frequency is usually in proportion
sor, Vdd
to the supply voltage, dynamic power consumption can be estimated by:
P = C · f 3,
where C is the coefficient of proportionality [123].

(2.7)
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The model can be used to correlate power consumption to different operating frequency and/or voltage modes [11, 123, 183, 84, 85], and deploy DVFS techniques
(described later in Section 2.3.4) in order to increase energy efficiency. Developing
energy-efficient approaches using DVFS techniques is also the focus of Chapter 6 in
this thesis.
Energy savings from memory voltage and frequency scaling techniques are investigated in [54]. A power model is introduced to quantify frequency-dependent portions
of memory power. The model was based on real measurements by a power meter attached to the system when operating at three different frequencies. DVFS capabilities
are also taken into account in [50] to develop a model to estimate power consumption
of both CPU and memory components in different voltage and frequency modes.

2.3.4

Energy-Efficient Resource Management

The models and approaches used to characterise and model power consumption in
HPC systems can be used in order to optimise the scheduling of the applications to
the system resources. In this section, the work on resource management that aims to
increase energy-efficiency is described.
Minimisation of Active Machines Host consolidation is used to increase resource
utilisation and reduce energy consumption. As CPU comprises one of the main components that consume energy, many studies focus on improving CPU usage and minimise
the number of active machines in order to increase energy efficiency. Similarly with the
approaches described earlier (see Equation 2.1 and 2.2), power consumption is given
by:
Pi = (Pmax − Pidle ) ·Ui + Pidle ,
(2.8)
where Pmax is the power consumed at peak load of the fully utilised host, Pidle is the
minimum power consumption of the host (idle power) [141] and Ui is the total utilisation of the resource (CPU in the case of the processor) given as Ui = ∑nj=1 ui j , with
n being the number of jobs concurrently running and ui j the resource capacity (e.g.
CPU) used by job j. Energy consumption is computed as the integral of the consumed
power [12]. Hence, overall energy consumption by a host is computed taking into
account both the power consumed in idle state and the dynamic power required to execute the jobs. The work in Chapter 5 also makes use of Equation 2.8 to model power
consumption on hosts with multiple VMs.
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In [124], a model to estimate the energy consumed by a VM in a consolidated
host is proposed. The prediction is based on performance counters, monitoring events
generated by the VM. The estimation model is used by a scheduler to provide resources
to a VM according to its energy budget and control its energy consumption within each
time interval, suspending the execution of the VM when it consumes the energy budget
it is allowed for the current interval.
Switching hosts on when resource needs increase and switching unused hosts off
when resource needs decrease are required in order to improve energy efficiency. As
a result, determining the optimal number of hosts required to serve the workload and
provide scalability is one of the challenges that arise, which is the focus in many studies
[161, 162, 262].
The policy in [65] dynamically adapts the number of active hosts to minimise the
number of hosts required to serve the current workload while fulfilling the performance requirements of the requests when the traffic parameters are not known. In
[161], more loaded hosts are preferred over underutilised and inactive hosts to avoid
power wastage. However, VMs from overloaded hosts are migrated to avoid SLA violations, while underutilised hosts are emptied to switch them off. The thresholds are
set to avoid overloading and frequent migrations. In [63], the proposed algorithm combines the minimum cut algorithm to cluster VMs so that network traffic is reduced and
allocate the VMs to the PMs using the Best Fit heuristic to increase resource utilisation and improve energy efficiency by reducing both the number of active machines
and network elements.
A similar model is used in [113]. Mistral, a controller that aims at providing a
trade-off between power consumption, performance and transient costs, is proposed.
The power consolidation manager takes adaptation actions based on the estimation of
power consumption. The parameters of the estimation model are calibrated offline to
fit to the actual power usage measured by a power meter.

Dynamic Voltage and Frequency Scaling (DVFS) DVFS is a dynamic power
management technique used to reduce power consumption by lowering the operating
frequency (and voltage) of the processors, as the power consumed by the processor
is correlated with the operating CPU frequency (and voltage). Reducing the CPU
frequency results in lower system performance. The relative speed of the processor at a
lower frequency f is given by S = f / fmax , where fmax is the maximum CPU frequency
the processor can operate. As a result, although lowering the CPU frequency may
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lead to power savings and potentially energy savings, application performance may
also be affected. However, frequency scaling impacts the performance and the energy
requirements of the applications in a different way depending on their characteristics
[72, 134, 81].
Knowing the time an application needs to be executed at maximum frequency, the
execution time at a lower frequency can be computed taking into account the application characteristics. Determining the optimal frequency to execute an application
in order to increase energy efficiency while meeting the SLA constraints is required.
DVFS can be used to adjust the operating CPU frequency (and voltage) depending
on the current load and achieve energy savings if possible [182]. The potential use
of frequency scaling to achieve energy savings for scientific workflows is investigated
in Chapter 6, where further discussion on the factors that affect the frequency scaling
potentials can be found.
In [84], DVFS is deployed to determine the operating CPU frequency so that application deadlines are met. The meta-scheduler allocates each new application to a time
slot in a selected data center and determines the CPU frequency to be assigned. The
scheduling takes into account the diversity of geographically distributed data centers
by considering economic and environmental factors on the decision making. In [123],
different adaptive DVFS-based provisioning schemes to increase energy savings and
profit are evaluated. The proposed algorithm selects the less expensive VM and the
placement that meets the required application throughput, the million instructions per
second (MIPS) rate, in order to minimise the user cost. Then, DVFS is applied to
increase the profit and energy efficiency.
In [242], the PMs are configured to operate to their lowest possible voltage (frequency) in each scheduling round and the voltage of a PM is scaled up when the performance requirements of a VM to be allocated to it cannot be met. PMs with low
voltages are preferred for the allocation of the VMs to avoid increasing the voltages.
VMs are sorted according to the required frequency (in descending order), prioritising
VMs with higher resource needs.
In [183], DVFS is incorporated in the placement algorithm to achieve a trade-off
between power consumption and the provided QoS level, by integrating the available power states of a host in the formulated mixed integer linear problem. In [59],
an energy-aware algorithm that supports DVFS is proposed. The algorithm initially
schedules deadline-constrained VMs to the cores of the PMs preferring PMs that can
provide more computation power within a certain power budget. To do so, the PMs
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are prioritised according to the performance-power ratio, a metric that is introduced
to compute the ratio of the computation capacity to the peak power of each PM. The
frequency to operate each core is then determined based on the total amount of resources required by the collocated VMs. Power conserving mechanisms are also used
in [83, 191, 250, 258].

Thermal Management A significant amount of energy is consumed by cooling
systems [133, 207]. The work in [133] takes into account electricity and cooling costs
to develop cost-aware policies and distribute the load considering the changing electricity prices and temperatures. In [221], two thermal-aware task placement methods
to address the problem of minimising cooling costs in data centers have been proposed.
To do so, a linear model that correlates the CPU utilisation with the inlet temperatures
is developed. In [220], thermal-aware task scheduling in data centers is studied and
a genetic algorithm that addresses the problem of minimising heat recirculation and
distribute inlet temperature to reduce the energy cost of cooling systems is proposed.
Thermal hotspots from operating the hosts are aggregated in a pool of hosts when
the load concentration is high and the energy consumption by cooling systems increases. As a result, a challenge that arises in VM scheduling is distributing the load
between the hosts so that thermal hotspots are avoided, which is the focus in many studies [133, 221, 248]. In Sandpiper [248], resource statistics data are collected to profile
the resource usage of the VMs and PMs and are used to detect hotspots. Hotspots are
reactively mitigated using VM resizing or migration from overloaded to less loaded
hosts. In [42], a proactive scheduling approach is used where temperature information
is considered to determine the VM placement of the incoming workload to achieve
thermal balance and avoid hotspots.
In [252], the temperature hotspot, a metric used to measure the degree of overload of a resource, is used to mitigate hotspots. The proposed algorithm increases
resource utilisation of the hosts by minimising skewness, a metric introduced to quantify the uneven utilisation of all resources of the host, while migrates VMs based on the
temperature hotspot to eliminate hotspots (or at least reduce the temperature at most)
when the utilisation of a resource is above the allowed threshold. Thermal management is also the subject in [173] proposing two workload placement algorithms. The
first thermal-aware placement algorithm uses a thermodynamic formulation based on
steady-state temperature distribution of hotspots and coldspots in data centers, while
the second approach takes advantage of the observation that the origin of the hotspot
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and the place it is detected can differ, as heat is dissipated.

2.4

Discussion

Although lots of work focuses on optimising VM management considering various
optimisation constraints and goals, adaptive schemes that allow dynamic resource provisioning and scheduling depending on the current resource needs and the changing
conditions, such as failures, are topics that require further investigation. With the wide
range of possible configurations, including a large number of VM instance types and
frequencies, different combinations of application and system performance levels can
be achieved. The increased number of possible configurations makes the scheduling
even more challenging.
The need for pricing models and green SLAs to motivate users choose efficient
configurations, in terms of execution time, user cost or energy consumption, and allow
the system to better exploit the cloud resources, arises. Existing work mainly focuses
on simple SLA models, while pricing models do not consider performance variation
due to the diversity of hardware and application characteristics. For example, the use
of heterogeneous hardware within the same instance type may result in varied application performance, while depending on the application characteristics, application
performance may be affected in a different way from the configuration of the VMs.
Developing models to estimate the performance and the power needs of an application under different system configurations may be useful to achieve efficient provisioning and/or exploit the benefits of energy-aware techniques. Many existing approaches
require the use of power meters and thermal sensors to measure actual power consumption of the system on runtime as well as collecting utilisation data and activity events
of the components that contribute to power consumption. Also, many approaches used
are application- and hardware-specific. A better understanding of power profiling is
required to estimate power consumption of an application under a specific configuration.

2.5

Summary

In this chapter, a literature review was presented to describe and provide an understanding of the cloud computing paradigm and the energy efficiency issues, which are
the main topics of interest in this thesis. An overview of VM management in cloud
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computing has been presented, focusing on the scheduling actions and their triggering
mechanisms, the optimisation goals and techniques deployed, as well as the metrics,
applications and tools used in the evaluation. Related work has been described and
categorised based on the scheduling actions and optimisation objectives they focus. Finally, existing work on energy characterisation, prediction and minimisation for HPC
applications was summarised.
The chapter that follows sets the background for scientific workflows.

Chapter 3
Scientific Workflows
3.1

Introduction

In this chapter, an overview of scientific workflows, the target application class in
this thesis, is presented, investigating and categorising the related work on resource
provisioning and workflow scheduling. Also, background information on the structure
and characteristics of the scientific workflows and the simulator used in the evaluation
is included. The aim is to provide insight on the fundamentals of scientific workflows
and the problem addressed in this thesis, setting the scene for the challenges to be
addressed and the approach used to resolve them.
The remainder of this chapter is organised as follows. Section 3.2 gives a detailed
background on scientific workflows and the challenges addressed in related work.
Then, the characteristics and structures of real scientific workflows are presented in
Section 3.3. An overview of the workflow simulator, the cloud environment modelled
and the workflow generator used for the workflow data in the evaluation follow in
Section 3.4. Section 3.5 concludes the chapter.

3.2

Challenges on Resource Management of Scientific
Workflows

As mentioned in Section 1.1, scientific workflows, which are commonly used to represent complex computations in many scientific fields, such as bioinformatics, astronomy
71
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Figure 3.1: A DAG of 8 computational jobs.

and physics, comprise a significant number of applications that utilise cloud computing. Scientific workflows consist of computational jobs with data (or control) dependencies between them. For example, the output data of a job (a scientific program or
code) can be used as input from a subsequent job.
Scientific workflows can be modelled as a DAG with each node representing a computational job (task) and the edges representing data transfer or control dependencies
between them (precedence constraints). Figure 3.1 shows a DAG of 8 computational
tasks, numbered 0 to 7. In the example, task 0 is connected to task 1, 2 and 3, to represent that tasks 1, 2 and 3 have precedence constraints with task 0. As a result, the
execution of each task (1, 2 and 3) can only start after the execution of its predecessor
(task 0) and the data transfer between them has been completed.
The execution of scientific workflows may involve large-scale computations and
the processing of large amounts of data, which are often shared between tasks [57,
114]. Data dependencies between the tasks create constraints on the execution of the
workflows, as the tasks need to be scheduled so that precedence constraints are respected [204]. Also, as data dependencies constrain the scheduling of the workflow
tasks at the available resources, idle time in the used resources may be significant.
As a result, the need for maximising resource utilisation may be more profound in
scientific workflows in order to avoid resource wastage and increased costs.
Resource provisioning, such as the number and type of allocated resources, may
affect workflow performance. For example, allocating a small number of resources
may result in long execution time and deadline violation, while using a large number
of resources may result in increased user cost [30], especially when the execution of
the tasks cannot be parallelised due to precedence constraints. Also, workflow scheduling affects the energy required to execute the workflow, an important aspect from the
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perspective of the provider. Hence, all these factors need to be considered in order to
manage scientific workflows.
As mentioned in the introduction, the challenge of determining the configuration
of the resources to achieve efficient provisioning, taking into account different contradicting goals, such as execution time, user and energy costs, arises. The workflow
characteristics and data dependencies between the tasks can be taken into account in
order to develop efficient scheduling and optimise the usage of resources. For example,
the structure of the DAG (workflow graph) can be used to divide the tasks into stages
(levels) based on the dependencies between them and prioritise tasks assigned to lower
levels to facilitate workflow management and execution.
Cloud computing offers resources that can be adjusted at runtime to fit the workflow resource requirements that may change over time. The flexibility on resource
provisioning and the increased number of resource configurations offered by cloud
providers create opportunities to deploy scientific workflows in a way that resource
utilisation is increased. This can be done by choosing the appropriate number of resources to be used, combining the execution of multiple workflows to share and utilise
idle resources or adjusting the speed of the resources to slow down task execution and
reduce idle time.
Lots of work focuses on resource provisioning and workflow scheduling to address
various user and provider constraints and goals [138, 228, 156, 227]. An overview
of existing approaches for workflows and parallel applications with precedence constraints is presented. Based on the issues addressed in this thesis, related work is
categorised to the research areas that follow. Section 3.2.1 describes approaches that
investigate workflow performance under different resource configurations and estimate
the resource needs for workflows. Section 3.2.2 describes scheduling algorithms that
take into account different workflow performance constraints and user goals. Section
3.2.3 describes approaches that aim to improve energy efficiency of the system. Section 3.2.4 focuses on scheduling of multiple workflows that can be executed in parallel
(workflow ensembles).

3.2.1

Performance Evaluation and Prediction Models

Predicting job runtime for parallel applications has been the focus of many studies
[223, 150, 62, 213, 225, 230, 231, 257, 53]. With the significant body of work on
runtime prediction, task runtime estimates are feasible. The work in this thesis assumes
that information on task runtime estimates is provided.
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In [223], a prediction method for the runtime of online tasks in HPC environments
is presented. The prediction model is specific to the platform and requires historical
data from different runs using the same configuration of the target computing platform
to profile the application and update the statistical database. In [150], a pattern-based
time series forecasting method is proposed to estimate the duration of the workflow
activities. The method consists of four phases, which include the sampling process
for the case of long-duration workflow activities, the pattern recognition process, the
matching to the closest pattern and the forecasting of the duration intervals.
In [62], a method to predict the runtime of jobs in grids, consisting of geographically distributed and/or heterogeneous resources, is developed and evaluated with experiments in real systems. In [53], a methodology to predict fine-grained task needs
based on the input data sizes for scientific workflows is presented. An online estimation process is used, monitoring the execution of the tasks at runtime to further improve
the estimation of task runtimes.
Prediction of the execution time for parallel workflows is the subject in many studies [171, 163, 174, 175, 103]. In [171], a machine learning method is used to learn
regression models and predict execution time based on a combination of application
input features. Input features are selected depending on the type of the historical data.
A limitation of this work is that it requires exploring the space of candidate input
features and prediction models in order to improve the accuracy of the prediction. Machine learning models are also used in [163] to predict workflow execution time in grid
systems taking into account both input features and system characteristics. However,
the use of system-performance attributes to characterise the impact of a specific system architecture on workflow execution time requires the availability of historical and
monitoring data.
In [174], a local learning approach to compute the similarity between different
workflows and estimate workflow execution time based on the dynamically selected
local data in grid environments is presented. The proposed approach weights workflow properties, such as task runtime estimates, data dependencies, the problem size
and grid sites, to represent their importance in the similarity function depending on
their impact on workflow runtime. A prediction method using similarity templates
is proposed in [175] to estimate workflow makespan online. The prediction is also
based on the workflow properties that characterise the workflow structure and execution, investigating the relation between attributes (properties) to determine the suitable
templates using a supervised exhaustive search and incorporating user knowledge to
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assign probabilities to each attribute to be included in the template.
As mentioned, most of the approaches described earlier make predictions based on
historical data from lots of runs. As a result, predicting the application performance
may not be practical for configurations where historical data are limited and experiments to investigate the workflow performance under different configurations may
require time or more importantly cost in computing environments like clouds. To address this limitation, performance predictions can be based on the characteristics of the
workflow, which is the motivation of the work in the next chapter.
Finally, the framework in [103] aims at predicting workflow durations, with the
emphasis being on connecting the amount of data consumed and the amount of data
produced by components, as opposed to modelling complex workflow structures.
Performance modelling and analysis of parallel applications has been a topic with
a long history of research [4]. The work in [89, 240, 19, 116] focuses on performance modelling and analysis of workflow-based applications when running on different infrastructures. In [89], job execution times and data transfer between jobs are
considered to model workflow performance using a probabilistic model. Grid overheads, such as queueing time, are incorporated in the model using a random variable.
A medical image analysis application is used to evaluate the model, providing insight
on the impact of grid behaviour and variability when executing scientific workflows.
The model considers the time required for the execution of the services (tasks) on the
critical path (the longest path in terms of execution time due to data dependency constraints) assuming that independent tasks are executed in parallel and focuses on the
makespan optimisation achieved by processing concurrently different data segments.
The critical path denotes a sequence of dependent tasks from an entry node to an exit
node of the workflow with the longest execution time. The algorithms proposed in
Chapter 5 consider the length of the critical path (in terms of execution time) in the
decision making.
In [240], a cost model for workflow scheduling in clouds is proposed. The model
can be used to compare scenarios of performance in different VM instance types and
select an efficient VM configuration in terms of both execution time and cost. Performance and cost benefit analysis is also considered in [19] which provides a comparison
between commercial and academic clouds, while the work in [116, 115], investigates
the execution time and cost performance of workflows on clouds running experiments
on different resource types and storage configurations.
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3.2.2

Workflow Scheduling to Minimise Execution Time and User
Cost

Existing work on task scheduling and resource provisioning to optimise workflow performance, in terms of execution time (or makespan) and cost, is presented. Approaches
that target grid [2, 76, 189, 204], cloud [156, 30, 106, 259] or utility computing environments [6] are presented.
A dynamic workflow scheduling algorithm is proposed in [193] to schedule the
workflow tasks to heterogeneous resources based on the critical path of the workflow
graph. The algorithm computes the critical path in each scheduling step and prioritises for execution critical tasks, choosing each time the resource with the minimum
expected execution time for the currently selected task.
The Heterogeneous Earliest Finish Time (HEFT) algorithm in [228] is a well known
heuristic among the list-scheduling algorithms that deals with workflow scheduling on
heterogeneous systems. HEFT shows good performance in terms of execution time,
taking into account the communication costs in the decision making. To do so, the
algorithm initially prioritises the tasks, assigning weights to rank the tasks recursively
based on their computation and communication costs. The weight (rank) for each task t
can be computed recursively by traversing the DAG upward or downward. The upward
rank for a task t can be computed by:

rankut = compCostavgt + maxs∈succt (commCostavgt→s + rankus ),

(3.1)

where succt is the set of the successors of the task, compCostavg is the average computation cost (execution time) of the task at a given number of available resources
and commCostavgt→s is the average communication cost required from task t to each
successor s.
The upward rank for the exit node is computed by:
rankuexit = compCostexit

(3.2)

Similarly, the downward rank for a task can be computed recursively starting from
an entry node of the DAG. After the rank assignment, the algorithm schedules each
sorted (by non-increasing order of upward rank) task by selecting the slot with the
earliest finish time. To do so, the earliest finish time of the task at each resource r is
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computed by:
EFTt,r = compCostt,r + ESTt,r ,

(3.3)

where ESTt,r is the earliest start time of task t at the resource. The algorithm supports
an insertion-based policy; the earliest start time corresponds to the earliest idle slot at
resource r where the task can fit and data dependency constraints can be preserved (all
the data transfer from the predecessors of the task predt have been completed). The
communication cost from a predecessor p ∈ predt to task t can be considered to be 0
when the tasks, t and p, are assigned to the same resource. HEFT has time complexity
of O(e · pr) for e edges of the DAG and pr resources.
The Critical-Path-on-a-Processor (CPOP) algorithm also proposed in [228] initially
schedules critical tasks on the same resource (processor), selecting the resource that
minimises the critical path length. An approach similar to HEFT is followed to schedule non-critical tasks based on the ranking (a summation of downward and upward
ranks) and selecting the processor with the earliest finish time.
Both of the algorithms described above (HEFT and CPOP) can be used to build a
schedule so that overall workflow execution time is minimised. The algorithms optimise only for execution time and do not consider other optimisation goals, such as cost
efficiency. An issue addressed in this thesis is to develop approaches that improve the
schedule further to achieve cost savings. As HEFT is widely used for the execution
of scientific workflows, the work in this thesis considers HEFT to build an initial plan
for the workflow execution at a number of available resources and tries to improve
the plan by selecting proper CPU frequencies for the workflow execution in order to
achieve cost savings, in terms of energy consumption or user monetary cost, with some
penalty on execution time. However, it is noted that the use of HEFT to develop the
initial plan is not an intrinsic requirement of the proposed algorithms and different
DAG scheduling algorithms can be used. The scenarios considered are described in
more detail in Chapters 6 and 7, respectively.
Developing cost-efficient schedules with an acceptable penalty on execution time is
the focus of related work. In [145], HEFT is extended by introducing a cost-conscious
factor in the mapping phase to take into account both the execution time and monetary
cost in the decision making, selecting slots on VMs that achieve a balance between
execution time and cost. In [218], the proposed algorithm schedules the tasks to VMs
priced based on the allocated number of CPU cycles, considering different combinations of VM capacities and prices. The approach used initially allocates the tasks to
the cheapest VMs based on the concept of Pareto dominance, formulating the objective
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function of the minimisation problem as a combination of weighted execution time and
cost ratios. The algorithm further reduces the monetary cost by reassigning non-critical
tasks (tasks that are not in the critical path) to less expensive VMs, stretching their execution time, however without impacting the workflow makespan. The aforementioned
studies consider a predefined number of resources with fixed characteristics. Selecting the configurations of the resources, e.g. CPU frequency, to be provisioned can be
further investigated.
Execution time and cost optimisation is also the challenge addressed in [106]. The
work considers application services with data dependencies between them (workflows)
and proposes cost-based algorithms to minimise the number of allocated resources
while reducing execution time. Information about the workflow structure and the data
dependencies between the tasks is used to group the services (tasks) to be executed in
each stage and determine the number of total resources required at each stage. However, the resources are reconfigured after all the tasks assigned to a level have finished,
which may impact workflow performance.
Elastic provisioning of resources for workflows with deadline requirements is the
focus in [30], which extends the Balanced Time Scheduling (BTS) algorithm proposed
in [29], to determine the minimum resource capacity required to minimise the workflow cost within the deadline constraint. This is done by dividing the execution of
the workflow into time intervals, set equal to the time unit used in the pricing model
to charge the resources, and estimating the resource capacity required at each time
interval.
The meta-heuristic algorithm developed in [239], considers workflows with both
budget and deadline constraints. The proposed algorithm initially assigns priorities to
the tasks using a bottom up approach to traverse the workflow graph starting from the
exit node (similarly with HEFT) and then schedules the tasks to the cloud resources
using Particle Swarm Optimisation so that both execution time and cost are minimised.
To do so, an initial schedule is developed mapping each sorted task to the first available free machine. The work in [159] also takes into account budget and deadline constraints of workflows to provide a scalable environment to the user, choosing proper
VM instance types to dynamically schedule and execute the jobs within the deadline
while reducing user cost. The proposed algorithm supports task bundling to merge
tasks that prefer the same instance type to jobs, and deadline assignment techniques to
prioritise the scheduling of jobs with earlier assigned deadlines.
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Energy-aware Workflow Scheduling

Energy-aware task scheduling and power management techniques is the focus of many
studies [227, 258, 138, 140, 170, 201].
A multi-objective scheduling framework for workflows is proposed in [76] to deal
with makespan, monetary cost, energy consumption and reliability. The monetary cost
objective includes computation, data transfer and storage costs. However, the energy
optimisation objective only considers the computation part of the activities using the
computational speed of the host to model power consumption.
In [227], HEFT and CPOP are extended to achieve a trade-off between execution
time and energy efficiency. Task scheduling is based on the ratio of effectiveness, a
metric introduced to quantify the resource utilisation of a task on the processor and
identify underutilised processors. The algorithm improves energy efficiency by reallocating tasks of underutilised hosts in order to reduce the number of used hosts rather
than using DVFS techniques (explained in Section 2.3.4) which may bring further energy savings.
In [138], the proposed algorithm adopts DVFS in order to achieve a trade-off between the quality of the schedule (execution time) and energy consumption. To do so,
an objective function that takes into account the two contradicting goals is introduced
to choose for each task the best combination of resource and voltage level. In [244], a
green SLA based mechanism is introduced to describe the negotiation for acceptable
levels of job performance in relation to green metrics, such as a tolerant increase in execution time when a reduction in power consumption can be achieved. The proposed
algorithm lowers the voltage level assigned to critical jobs in order to reduce power
consumption taking into account the agreed extended execution time, while the execution time of non-critical tasks is extended so that overall makespan is not affected.
However, the approaches described consider only the dynamic energy, the energy required for the execution of the workflow tasks, in the decision making.
Slack reclamation is the focus in [9, 105, 126, 190, 266, 198, 197] to lower the
operating CPU frequency and reduce power for deadline-constrained workflows by
exploiting the slack time. Slack time, the additional time the execution of the tasks can
be stretched without exceeding the deadline, can be utilised to reduce the operating
frequency of the processor and achieve power savings. The slack time that consists
of the idle slots from the earlier completion of the tasks (compared with their latest
finish time) due to deadline and/or data dependency constraints [138], can be shared
between the tasks to reduce power consumption more effectively. The work in Chapter
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6 is closely related to slack reclamation approaches.
The slack time of a task t, slackTimet can be computed recursively by an upwards
function as in [203]:
slackTimet = min (spareTimet→s + slackTimes ).
s∈suct

(3.4)

The spare time of the task t to each successor s (in the DAG and the processor) shows
the maximum delay in the execution of the task that will not affect the execution of the
successor and is computed as:
spareTimet→s = startTimes − f inishTimet − commCostt→s ,

(3.5)

where startTimes is the start time of successor s, f inishTimet is the finish time of task
t and commCostt→s the communication time from task t to its successor s. The slack
time of an exit node of the workflow is set equal to the difference between the deadline
and the finish time of the task:
slackTimetexit = deadline − f inishTimetexit .

(3.6)

In [105, 126], energy-aware algorithms that implement DVFS techniques to reduce
energy consumption and achieve global optimality are proposed. Slack reclamation
is adopted to scale the processor frequency to the lowest possible frequency for the
execution of each task uniformly along with the critical path in the task graph or each
processor respectively. The work in [9] is also closely related to slack reclamation approaches, addressing the problem of minimising energy consumption and investigating
the impact of several speed variation models on the complexity of the problem, given
a deadline and an initial task scheduling.
In [190], a three-phase DVFS algorithm that reduces energy consumption by clustering task slack times using task graph unrolling is proposed. Execution time of the
tasks is stretched based on the critical path analysis and the processors power profile.
Finally, in [198], a linear combination of the maximum and minimum operating frequencies for the execution of tasks with certain deadlines is proposed. The algorithm
provides suitable time portions of each frequency to exploit the slack time of each
task, based on the observation that modern processors can operate only on a discrete
number of frequencies. As a result, operating a task at a fixed frequency using slack
reclamation may not minimise the idle time of tasks.
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The slack reclamation approaches mentioned above do not consider the impact of
frequency scaling on overall energy consumption in the decision making. They try to
lower the operating CPU frequencies so that slack time is utilised as much as possible.
As a result, they do not control the increase in execution time which may lead to idle
time due to data dependencies and increased energy. The approach discussed later in
Chapter 6 aims to overcome this limitation.

3.2.4

Scheduling for Multiple Workflows

The work in [258] considers heterogeneous systems with uncertain task computational
and communication times to deal with the problem of completing workflow tasks
within a common deadline and energy constraint. Resource allocation algorithms for
heterogeneous systems are proposed with the aim to maximise the probability of executing the tasks within the given constraints. The work considers single workflows, but
the proposed heuristics can be applied to multiple workflows. However, the set of the
resources required for the execution of the tasks is assumed to be provided. The work in
[264] addresses the problem of scheduling multiple workflows onto heterogeneous resources so that both execution time and fairness are optimised. The proposed approach
aims at achieving similar slowdown (performance degradation caused by interference
between collocated VMs, as described earlier in Section 2.2.4) due to resource sharing
for all the workflows without impacting overall execution time.
The work in [158] focuses on multiple workflows, a stream of workflows, with a
common per time unit budget constraint. For example, the computing service required
to conduct research on a specific domain, such as watershed modeling research in an
environmental science department, can be built in the cloud so that different scientists
of a department can perform experiments and combine data. In this case, a budget
constraint per time unit (e.g. hourly) may be applied according to an available project
funding. Motivated by this example, two auto-scaling algorithms are proposed in [158]
to determine the configuration of the cloud resources, the number of instances of each
VM instance type, and the mapping of the tasks onto the VMs so that execution time
is minimised. The first approach, the scheduling-first algorithm, initially distributes
the budget between the workflows and determines the scheduling plan that minimises
execution time. The provisioning of the resources is then determined based on the
developed plan. In the second approach, the scaling-first approach, the configuration
of the VM instance types to provision the cloud resources is firstly determined and the
tasks are then scheduled to the selected VMs. As a result, the scheduling-first approach
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is more suitable for high budgets while scaling-first shows better performance (in terms
of execution time) for low budgets. This is because the scheduling-first approach minimises task waiting time by running in parallel as many tasks as possible. On the other
hand, the scheduling-first approach minimises task execution time by scheduling tasks
on their fastest machine.
Resource provisioning and scheduling in [157] aims at completing the workflows
within their specified deadlines so that the cost is minimised. To do so, dynamic allocation of the VMs is supported considering different types of VMs to schedule the
tasks on the cheapest instances. The proposed auto-scaling mechanism is able to adapt
to dynamic changes, such as provisioning delays and workload bursting.
The algorithm in [254] addresses the problem of dynamic scheduling for multiple
workflows with different QoS constraints, minimising workflow execution time and
cost. The proposed algorithm takes into account the specified QoS of each workflow
to compute the workflow time and cost surplus and the time and cost covariance of
the task. Time and cost surplus are defined respectively as the difference in time and
cost attributes specified at the QoS requirements compared to the scenario of running
the workflow alone using all service (resources), while the time and cost covariance
of the task is respectively the difference in time and cost required for a task to run
on different services. Scheduling is then based on the idea that tasks with minimum
available service (resource) number, workflow time and cost surplus or time and cost
covariance (tasks for which the cost would increase at most with time) need to be
prioritised.
The work in [36] considers the problem of energy-aware scheduling to periodically
assign a batch of prioritised workflows to data centers taking into account the workflow performance requirements and energy-related metrics. The proposed approach
determines the data center to schedule each workflow based on the execution time, energy costs and CO2 emissions, deploying DVFS to further reduce energy consumption
while respecting the workflow performance requirements. The algorithm combines
a forward task scheduling to map each task to the VM with the best execution time
and a backward task scheduling approach to reuse VMs and utilise idle slots to better
improve resource utilisation.
Although the previous studies may consider multiple workflows, they do not deal
with the problem of maximising the number of completed workflows under constraints
from a set of workflows with different priority levels. This is the subject in [156] where
ensembles of workflows with similar structure under a common budget and deadline
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constraint are considered. The work focuses on single VM instance types, developing
static and dynamic scheduling approaches to complete the maximum possible number
of workflows from the ensemble within the user-specified constraints, prioritising the
scheduling of more important to the user workflows. A simple priority-based scheduling strategy that determines resource provisioning based on resource utilisation and a
dynamic and a static approach that take into account workflow structure and task runtime estimates are proposed. The results show that taking into account the workflow
characteristics (including the workflow structure and task runtime estimates) in the decision making improves the scheduling, while both dynamic approaches perform better
in scenarios with uncertainties, by adapting to the changing conditions. Chapter 4 extends the work in [156] for energy-constrained scheduling.

3.3

Examples of Real Scientific Workflow Applications

In this section, five real scientific applications in the fields of astronomy, bioinformatics, earthquake sciences and physics, are introduced. These include Montage [120],
Epigenome [232], Broadband [1], LIGO [147] and SIPHT [152]. The structure of
these workflows is shown in Figure 3.2. Their characteristics (summarised in Table
3.1) are described next.
The Montage Workflow Application. Montage is a scientific workflow that generates image mosaics of the sky. Most of the jobs in Montage have low CPU utilisation
and short runtime, spending their execution time mainly on I/O operations to read and
write files [116, 114]. Hence, Montage can be characterised as an I/O intensive workflow with low CPU utilisation for most jobs (a mean CPU utilisation of 36%). A simple
example of the structure of Montage is shown in Figure 3.2a.
The Epigenome Workflow Application. The Epigenome workflow maps the epigenetic state of human cells and can be classified as a CPU-bound application [116, 114]
with several parallel jobs operating on independent data files, as shown in Figure 3.2b.
Most of the jobs are computationally intensive with mean CPU utilisation of about
84%. Only a small number of jobs that split/convert the input files to multiple/formatted output files have low CPU utilisation. As a result, most of the runtime is spent in
the CPU and only a small amount of time is spent on other operations.
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(c) Broadband

(b) Epigenome
(a) Montage

(d) LIGO
(e) SIPHT

Figure 3.2: The structures of the workflows used.
Workflow
Montage
Epigenome
Broadband
LIGO
SIPHT

Type of Application
I/O intensive
CPU intensive
Data intensive
Data intensive
CPU intensive

Average CPU Utilisation
36%
84%
57%
40%
80%

Table 3.1: Characteristics of workflows used.
The Broadband Workflow Application. Broadband is a data-intensive workflow
application with high memory utilisation that integrates earthquake motion simulation
codes [116, 114]. Hence, the mean CPU utilisation (57%) is lower compared with
Epigenome which is CPU-bound. Jobs with high memory requirements (more than
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1 GB of memory) have the longest runtime consuming more than 75% of the total
execution time of the workflow, while some data are being accessed several times.
The LIGO Workflow Application. LIGO is a scientific workflow used to detect
gravitational waves in the universe. LIGO mainly consists of parallel jobs with high
CPU utilisation that process multiple blocks of data. Data aggregation jobs with short
runtimes and low I/O and CPU utilisation process the data obtained by the parallel jobs.
Hence, LIGO (with a mean CPU utilisation of about 40%) can be characterised as a
data-intensive application which both reads and writes a significant amount of data,
while the most computationally intensive jobs consume most of its total runtime [114].
The SIPHT Workflow Application. SIPHT is an application used to search for
sRNA encoding genes for bacterial replicons. SIPHT mainly consists of CPU-intensive
jobs with low I/O utilisation and can be characterised as a CPU-intensive application
(with mean CPU utilisation of about 80%) [114]. Different workflow instances mainly
differ on the number of parallel jobs (shown on the right branch in Figure 3.2e), which
have short execution time. The CPU-intensive jobs that consume most of the workflow
runtime generate a significant amount of output data.

3.4

Workflow Simulator

The cloud workflow simulator in [48], which is based on CloudSim8 , was used to
implement and evaluate the performance of the algorithms. Although different simulators, like CReST [52], can be used to provide simulation at different abstraction
levels, such as for energy usage, the simulator developed in [48] provides high-level
task scheduling and VM provisioning for workflows described in an abstract form used
by the Pegasus Workflow Management System [58]. The simulator was extended to
include the power and pricing models used in this thesis and compute the user and
energy costs in each configuration. The simulator was mainly adapted to:
• Manage the scheduling of multiple VMs to PMs (hosts) and model energy consumption. A linear model is used to estimate power consumption based on CPU
utilisation, as described later in Chapter 5.
• Incorporate communication overhead. The time required for data transfer between tasks that run on different processors is modelled based on the file sizes
processed. More details are given in Chapters 6 and 7.
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• Support task execution under different CPU frequency configurations. In the
models used, task runtime is linearly related to the processor’s operating frequency. Also, power consumption is cubically related to the processor’s operating frequency. Finally, the price charged is linearly, superlinearly or sublinearly
related to the processor’s operating frequency. More details are described later
in Chapters 6 and 7.

In the considered cloud computing environment, each workflow task is assigned
to a VM having exclusive control of the processor (or core) where it runs. The work
in this thesis focuses on the CPU capacity while the capacity of other resources, e.g.
RAM and disk, is considered to be fixed. One-core VMs are considered.
A workflow engine entity manages the execution of the workflows to the resources
based on the scheduling plan. Each VM may be booted from the start of the scheduling
or when the first task assigned to it starts and terminated in the end of the scheduling
or after the execution of the last task assigned to it finishes. The VMs incur different
provisioning costs depending on their CPU capabilities, e.g. a lower price is charged at
a lower frequency. A cloud entity controls the booting of the VMs and their termination
when they are no more needed. A list of tasks can be assigned to each of the used VMs
for execution in a way that data dependencies can be met.
Each processor may operate at different frequencies with the execution time of the
running tasks depending on the CPU frequency used and their characteristics. Two
cases of billing cycles are used for the VM cost; a per-hour billing basis to simulate
the cost for VM instance types of providers like Amazon EC2 and a per-second billing
basis for different frequencies in the case of providers like ElasticHosts. To calculate
the energy consumption of the schedule, the power consumption required to operate
the hosts was modelled depending on the used CPU capacity, while the energy required
for data transfer was not considered.
Two types of hosts were used; single-core hosts and multi-core hosts to consider
collocation of VMs. In practice, different types of architectures may be used, e.g.
multi-core processors and hosts with multiple processors. Hence, different tasks may
use shared resources, e.g. memory. For simplicity, it is assumed that each VM runs
on a single-core processor. If a core is shared by more than one VM, the impact of
collocation and resource sharing would need to be considered. The hosts are considered to be on for the whole scheduling period. Alternatively, hosts can be switched on
when the first VM assigned to it starts and powered off when all the VMs running on
it are terminated. It is assumed that the hosts are exclusively used for the execution
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of the workflow tasks; hence, slots to which no tasks have been assigned remain idle.
The specifics of the implemented models and assumptions made are presented in more
detail in Chapters 5-7.

Each workflow is described in an abstract form including information about the
computational time of each task, the data dependencies between the tasks and the file
sizes; this is the set of data required for the simulator to work. The simulator parses
the workflow description files for each application used to create the workflow graph
required for the implementation and the evaluation of the algorithms.

In order to simulate real workflows and evaluate the performance of the algorithms
for applications with different characteristics, synthetic data of different workflows
were used based on the workflow generator in [249]. The workflows are derived using
statistical distributions of file sizes, workflow structure and task runtimes from real
scientific workflows [249]. Tasks may be heterogeneous in nature. Several tasks may
run for a short time, e.g. less than a second, while longer tasks may require several
minutes to run or more. The runtime of a task depends on the CPU capabilities of
the allocated processor (MIPS). The size of each task is given in millions instructions.
The runtime may also be affected depending on the CPU frequency used. Jobs with
different characteristics may have different slowdown when reducing the frequency
used; for example, jobs with high CPU activity may incur significant performance
degradation while the runtime of I/O-intensive jobs may not be affected greatly [104,
81, 71]. The impact of the CPU frequency on execution time was taken into account
and the runtime of the tasks was varied according to the application CPU utilisation
based on workflow profiling data in [114]. More details can be found in Chapters 5-7.

Finally, the time required for data transfer between the workflow tasks was modelled. The communication cost between tasks running on the same processor is considered 0, while the communication cost between tasks that run on different processors
depends on the size of the data to be transferred and the provided bandwidth. In the
case of using a shared storage system, such as Amazon S3 [210], for the data processed,
the communication costs were ignored (e.g. in the case of multi-core hosts).
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Summary

In this chapter, the work that focuses on workflow and parallel applications with precedence constraints was described. More specifically, the models used to estimate workflow performance on HPC environments, workflow scheduling and resource provisioning for single and multiple workflows were summarised with the aim to understand the
challenges that need further investigation. These include the prediction of system and
workflow performance for different configurations in an automatic way, such as estimating execution time, workflow cost and energy consumption for a different number
of available resources and operating frequencies, the dynamic scheduling of the workflow tasks to the resources so that energy efficiency is improved and the scheduling
of multiple workflows as related work mainly focus on single workflows and there is
potential for improvement. Finally, the characteristics and structure of real scientific
applications and the workflow simulator used in the evaluation were described.
Based on the analysis, the requirements for workflow scheduling approaches are
summarised. Workflow scheduling should be considered as a multi-objective optimisation problem, as there are often different and conflicting objectives, such as execution
time, monetary and energy costs. Data dependency constraints and task heterogeneity,
such as different runtimes and resource requirements, make the problem of workflow
scheduling more challenging. Different solutions may consider what aspects of such
an optimisation problem may become more relevant than others, for example according to the provider’s pricing models. As a result, different scheduling approaches may
be more suitable in different scenarios. Among commonly used approaches, HEFT is a
well known list-scheduling heuristic that provides good performance in terms of execution time. Later in this thesis, HEFT is used as a baseline for comparison on workflow
scheduling. Determining both the number and type of resources is required to increase
resource utilisation and achieve efficient provisioning. To achieve this, good static
scheduling approaches are of great importance. However, dynamic adaptation may be
required in order to address failures and unpredicted changes at runtime.
The chapter that follows addresses the problem of performance modelling for scientific workflows, proposing an estimation model to predict the workflow execution
time under different configurations.

Chapter 4
Estimation Models for Resource
Provisioning of Scientific Workflows
4.1

Introduction

As scientific workflows may be executed on large-scale distributed systems such as
Clouds, determining the amount of resources to be provisioned for their execution is a
key component to achieve cost-efficient resource management and good performance.
The term resources in this chapter refers to the number of cores or slots on parallel
machines. This chapter presents a performance prediction model to estimate execution
time of scientific workflows for a different number of resources, taking into account
their structure as well as their system-dependent characteristics. In the evaluation, three
real-world scientific workflows are used to compare the estimated makespan calculated
by the model with the actual makespan achieved on different system configurations of
Amazon EC2. The results show that the proposed model can predict execution time
with an error of less than 20% for over 96.8% of the experiments. Finally, the model
is extended to estimate the energy requirements and application cost of different configurations, in terms of the number of provisioned resources and assigned frequencies.
The aim is to investigate workflow performance under different scenarios in order to
determine cost-efficient configurations.
The remainder of this chapter is organised as follows: Section 4.2 describes the
problem and related work. The cloud computing environment and assumptions made
follow in Section 4.3. The proposed performance prediction model is presented in
Section 4.4. The model is then evaluated and compared with actual measurements
from real experiments presented in Section 4.5. The model is extended to calculate the
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energy and user cost and show the potential use of the model in practice in Section 4.6.
Finally, Section 4.7 concludes the chapter.
Part of this chapter has been published at the 9th Workshop on Workflows in Support of Large-Scale Science held in conjunction with the 2014 Supercomputing Conference [184].

4.2

Problem Description

As mentioned earlier, cloud computing offers users several options and benefits compared to traditional HPC environments, especially when it comes to provisioning resources on demand. With the use of cloud computing infrastructures gaining popularity
for the execution of scientific workflows, a challenge that arises in a cloud computing
environment is to determine the number of resources (or slots) to allocate for the costefficient execution of scientific workflows. The parallelism available within a workflow
can be exploited to allocate a large number of resources and execute independent tasks
(tasks that do not have any data dependencies between them) concurrently in order to
complete the workflow as quickly as possible; clearly, allocating resources beyond a
certain number does not improve the workflow execution time. However, although using a large number of resources may result in small execution time, it may also lead to
increased cost. In some cases, a slightly longer execution time may be tolerated if this
comes at a significantly lower cost. Thus, predicting the workflow execution time (or
makespan) can be used to investigate the performance of the workflow under different
scenarios and determine the number and type of resources to be provisioned in order
to efficiently use a cloud infrastructure.
Typically, the makespan is affected by the number and type of resources used, the
structure of the scientific workflow but also task and data communication characteristics. For example, depending on the workflow structure independent tasks may be executed in parallel; then, by allocating a large number of resources a small application
makespan can be obtained. In other cases where the tasks can only be executed sequentially, execution time will not be affected if additional resources are added. Other
parameters, such as the CPU frequency used, may also affect workflow execution time
performance (see Section 3.4). Depending on the impact on workflow execution time,
all these different configurations may additionally result in varied energy and monetary
costs. In some cases, lower frequencies and a larger number of slots may be preferred
when execution time can be reduced without affecting greatly the related costs.
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This chapter proposes a model to estimate the makespan of scientific workflows for
a given number of resources, based on the structure of the workflow and the runtime
characteristics of its tasks, using task runtime information from different runs. The
proposed level-based estimation model divides the workflow tasks into levels on the
basis of data dependencies between them and calculates the characteristics of each
level based on task runtimes, to capture the workflow structure and predict workflow
execution time. The model can be used to select the configuration required, such as the
number of slots to allocate or CPU frequencies to be used, in order to achieve a desired
level of performance when running in cloud environments. To do so, the model was
extended to estimate the related monetary and energy costs and provide insight on the
impact of the selected number of resources and CPU frequency on application and
system performance.
As opposed to related work [171, 163], the main difference of the proposed performance model is that it focuses on the structure of the scientific workflow, which enables
prediction using minimal information about runtime characteristics of the tasks. Existing models mainly use system-performance attributes with the prediction depending
on the availability of historical and monitoring data for different configurations. The
key difference in this work is that runtime estimation is based primarily on workflow
characteristics and may not require data from lots of runs on a different number of
available resource slots. This is achieved by assigning (grouping) the tasks of a workflow into levels and estimating the performance at each level. Knowing the runtime
characteristics of the tasks when executed on a number of resources may be sufficient
to provide good predictions for cases where a different (and perhaps larger) number of
resources is available to use (real measurements are within the prediction range for a
different number of slots, as shown later in Figure 4.2). This property may be particularly useful in a cloud environment. To do so, the impact of system overheads due
to access to shared resources, such as memory, could be considered to improve the
accuracy of the model, as discussed in Section 4.4.2. The model is further extended to
estimate the energy and monetary costs of each configuration based on the workflow
makespan prediction to show the potential use of the model in practice.

4.3

Model and Assumptions

In the target cloud environment setting, a user submits a workflow for execution under
a certain system configuration, where the user specifies the number of resources (or
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slots) to be provisioned. As the execution time and the monetary cost of the workflow depend on the number of resources used, it is crucial for the user to determine
how many resources should be provisioned to avoid unnecessary costs and/or wastage
of resources. The selected configuration also affects the energy cost required to run
the workflow increasing the need for cost-efficient configurations from the perspective
of the providers as well. To do so, the execution time of the workflow when using a
specific number of resources has to be estimated. The runtime of each task of the application may vary when running on different cloud environments, but it is assumed that
task runtime under a specific system configuration can be predicted with some good
accuracy. Predicting job runtime for parallel applications has been the focus of many
studies, such as [223, 150, 62, 53]. The proposed estimation model can then be used to
determine the number of resources required to achieve a certain level of performance
and calculate the costs associated with the use of these resources. Additionally, the
model can be used to make predictions for configurations with different CPU frequencies to choose the frequency to be provisioned to improve the configuration further.

Application Model The work considers workflows where the execution of a task can
only start after data transfer from its predecessors has finished (see Section 3.2). The
time required to execute a task may vary when running on different cloud systems, but
it is assumed that information about task runtimes on a specific system is available to
the model. The user-defined tasks of the workflow are assigned to jobs to be submitted
for execution. In some cases a number of tasks are clustered together into a single
job. Task clustering can be done in a number of ways to meet different optimisation
criteria [211, 45, 44, 46].

Cloud Model A cloud model similar to Amazon’s Elastic Compute Cloud (EC2)
[67] is assumed, with homogeneous VMs (VMs of a single instance type) being provisioned on demand. As explained in Section 3.4, jobs have exclusive access to the CPU
cores of the provisioned VMs consuming all of their capacity. Assuming that VMs are
exclusively used for the execution of the jobs in the workflow, the number of available
slots is equal to the total number of CPU cores of the provisioned VMs. Hence, unused slots remain idle, while a job can be assigned to a free slot when data dependency
constraints are met, that is, data transfer from its predecessors has finished.
The provider can charge for the use of resources in terms of the number of slots
and the time they were used (the provisioned VMs are charged at the same price based
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on their capacity as homogeneous resources are chosen). However, the specifics of
the pricing model employed are orthogonal to the proposed performance model that
provides estimates of the workflow execution time as it does not require information
related to the pricing model. The pricing model can be used in addition to estimate
the monetary costs building on the performance model (e.g. extending the model for
pricing where each CPU frequency may incur different provisioning cost).

4.4

Performance Modelling for Scientific Workflows

The key idea of the model proposed for estimating the makespan of a scientific workflow is to take into account the workflow structure and to divide tasks into levels based
on the data dependencies between them so that tasks assigned to the same level are
independent of each other. Then, for each level, its execution time (which is equal to
the time required for the execution of the tasks in the level) can be calculated considering the overall runtime of the tasks of the level (that is, the sum of the individual
task runtimes). The assignment in levels can be done using either a top-down or a
bottom-up approach that assigns a level to each task by taking into account the level
of its predecessors or successors, respectively. Once this assignment has taken place,
a level-based estimation model takes into account level characteristics to provide an
overall performance estimate for the workflow.

4.4.1

Level Assignment Approaches

The two approaches used to assign levels to the tasks of the workflow are a top-down
and a bottom-up approach, explained below.

Top-Down Approach (TDA) In a top-down approach the level of a task is given
by the longest path from an entry node of the workflow. The level of each task is
computed recursively starting from the entry node (or nodes) of the workflow. To do
so, the tasks of the workflow are ordered in topological order and the level of each task
is given by Equation 4.1, where the level of task t, Levelt , is the maximum level of its
predecessors, predt , increased by 1 with the level of all entry nodes being 0.
Levelt = max p∈predt {Level p } + 1

(4.1)
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Algorithm 1 Level-based estimation model.
Require: the workflow with task runtimes and number of available slots
1: procedure RUNTIME E STIMATION(runtimet , slots)
2:
Top-Down or Bottom-Up approach, respectively Equation 4.1 and 4.2
. Assign levels to tasks
3:
for each level l do
4:
tasksByLevell
. the number of tasks in the level
5:
runtimel = ∑t∈l runtimet
. the maximum runtime of the level
6:
minRuntimel = maxt∈l {runtimet } . the minimum runtime of each level
7:
maxSlotsl = tasksByLevell
. the maximum number of slots that can be used in the level
8:
end for
9:
for each level l do
10:
Compute makespanl using Equation 3
. level makespan
11:
end for
12:
makespanslots = ∑l makespanl + Delayl
. compute estimated makespan by adding all level makespans
13:
return makespanslots
. return the estimated makespan for the given number of slots
14: end procedure

Bottom-Up Approach (BUA) In a bottom-up approach the level of each task is given
by the longest path from an exit node of the workflow. More specifically, the level of
a task t is calculated in reverse order as the maximum level of its successors, succt ,
increased by 1 with the level of all exit nodes being 0.
Levelt = maxs∈succt {Levels } + 1

(4.2)

Note that other approaches for assigning tasks into levels may be used. For example, one could use as many levels as tasks in the longest path from an entry node to an
exit node and then try to make assignments for the remaining tasks in ways that respect
dependencies.

4.4.2

Level-based Estimation Model

The model to predict execution time of a workflow when allocating a certain number
of slots is described in Algorithm 1. The number of slots is the number of concurrent
resources available at any given time. The model initially calls the level assignment algorithm (top-down or bottom-up approach) to assign levels to the tasks of the workflow
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(step 2). Then, the characteristics of each level are calculated, including the number of
tasks assigned to the level, the maximum runtime of all the tasks of the level (runtimel ),
being the total time required to execute the tasks assigned in the level sequentially, and
its minimum runtime (minRuntimel ), which is the longest time a task assigned to this
level requires to run (steps 4-6). Also, the maximum number of slots that can be used
in a level (maxSlotsl ) is equal to the number of tasks assigned to this level (step 7). As
every task of a level can use a maximum of only one slot, there is no benefit in allocating more slots than the number of tasks at a level. Step 10 estimates the execution
time of each level given the available slots using the following equation:
makespanl = max(

runtimel
, minRuntimel ).
min(slots, maxSlotsl )

(4.3)

The rationale of this equation is that the execution time for a single level (makespanl )
cannot be less than minRuntimel , that is the time required to run the longest task of
the level. Similarly, it is taken into account that more slots than the number of tasks at
the level will not result in a performance improvement. Finally, the overall workflow
makespan (makespanslots ) is calculated in step 12 by adding the makespan of each
assigned level. To this value a fixed delay for the workflow may be incorporated into
the model to represent job submission delays that often happen in real environments.
In the case of different configurations, for example when resources with a different number of cores per machine are used, the execution time of each job may vary.
Also, the use of shared resources, such as the memory and network, may result in an
increase in the execution time of the tasks. To deal with the variation in the execution
time of the tasks due to system overheads and make the model more accurate for different configuration scenarios, a scaling factor can be introduced in the calculation of
the estimated makespan in Equation 4.3. For example, a scaling factor based on the
average of the runtime variation of each task can be used to scale the execution time of
each level. Understanding how to scale execution time is the subject of future work.

4.4.3

Job Submission Delays

In many real-world environments the jobs of a workflow are submitted through a
queue-based system [20]. This may introduce an additional delay to the execution
of the workflow as jobs are submitted to the queue in a way that preserves dependencies. For example, to validate the model proposed in this work, the Pegasus Workflow
Management system [58] is used to plan and execute the workflows. Pegasus makes
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use of DAGMan [226] to manage data dependencies between executable jobs, while
Condor manages the individual execution of each job. Job runtimes used as input
for the estimation model are generated using the logs in DAGMan [226]. However,
as the results of the model are compared to overall workflow runtimes managed by
Condor, system delays, such as Condor/DAGMan delays or queueing time, need to be
accounted for [20]. In the simplest form, these delays can be approximated through
a system-dependent delay added per level, which will have to be estimated separately
for different environments and platforms. In the evaluation of the model in this work,
a coarse-grain assumption for a constant delay of 25 seconds per level of the workflow
is made.

4.4.4

Example

Figure 4.1 shows an example of how the execution time prediction is performed for a
simple DAG. Every node of the DAG is annotated with two numbers. The first number
is the task id, the number inside brackets is the estimated task runtime.
Using TDA and two slots the predicted makespan is:
T DA2slots = 13 + 14.5 + 12 + 10 + 11 = 60.5.
The makespan is reduced for 4 slots to:
T DA4slots = 13 + 13 + 12 + 10 + 11 = 59.
It can be seen that only one slot can be used in level 0 that contains one task (task 0),
while the estimated makespan of level 1 is reduced to the minimum level makespan,
the runtime of the longest task of the level (task 2), in the case of 4 available slots. In
the case of BUA, the predicted makespan for 2 slots is:
BUA2slots = 13 + 13 + 9 + 12 + 11 = 58.
The same makespan, 58, is achieved when using BUA with 4 slots. The predicted
makespan differs from the estimation of TDA, as tasks 3 and 5 are assigned to different
levels, starting from the exit node. The system-dependent delays, in this example,
are considered to be 0. Tables 4.1b and 4.1c show the detailed values used in the
calculation of the estimated makespan according to Equation 4.3.
It is noted that the two different approaches for assigning tasks to levels, TDA and
BUA, result in a different makespan. This is because different tasks are assigned to
different levels. Thus, in both BUA and TDA, the top level consists of task 0. Then,
TDA assigns tasks into the next levels as follows:
{1, 2, 3}, {4, 5}, {6}, {7}.
Conversely, BUA assigns tasks into levels as follows:
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0(13)

1(9)

2(13)

4(9)

3(7)

5(12)
6(10)
7(11)
(a) DAG

Level
0
1
2
3
4

min
Runtimel
13
13
12
10
11

max
Runtimel
13
29
21
10
11

max
Slotsl
1
3
2
1
1

Tasksl

max
Slotsl
1
2
2
2
1

Tasksl

0
1, 2, 3
4, 5
6
7

(b) TDA

Level
4
3
2
1
0

min
Runtimel
13
13
9
12
11

max
Runtimel
13
22
16
22
11

0
1, 2
3, 4
5, 6
7

(c) BUA

Figure 4.1: An example using the two makespan prediction approaches.

{1, 2}, {3, 4}, {5, 6}, {7}.
This is also shown in the last column of Tables 4.1b and 4.1c.
In general, the level assignment approach may be chosen based on the scheduling
scenario, taking into account the workflow structure and the scheduling algorithm to be
used to allocate the tasks on the available resources. For example, BUA assigns tasks
to the levels according to the successors of the tasks starting from the exit node, while
TDA assigns the levels based on the level assignment of the predecessors starting from
the root. As a result, BUA may be more suitable when the scheduling aims at exploiting
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the latest finish time of the tasks, while TDA may be chosen when the scheduling aims
at executing the tasks as early as possible.
As already mentioned, a good reason for having a workflow execution estimation
model for a cloud platform is to assess execution time against the monetary cost for
using the resources. To illustrate this, we apply a simple pricing model to the example DAG and the estimation results above. In this pricing model, the monetary cost is
proportional to the overall time that slots were used, which corresponds to the overall
value of the makespan. More specifically, an upper bound on the monetary cost to
execute the workflow on a number of slots, slots, can be computed based on the estimated makespan. The cost of provisioning a slot, r, for a period equal to the scheduling
makespan, makespanslots , is computed as
Costr = p · makespanslots ,

(4.4)

with the slot being charged at a price p per time unit. The overall cost required for the
execution of the workflow is the sum of the provisioning cost of each slot used, with
an upper bound of
CostBoundslots = Costr · slots,
(4.5)
when using the available number of slots.
In the case of the example, assume that each resource used is charged at the price of
$1 for each time unit. Then, the cost incurred by the user is expected to be $58·2=$116
for BUA and $60.5·2=$121 for TDA, when two resources are provisioned. The cost
is expected to increase when provisioning a larger number of resources. Indeed, when
using four resources, the monetary cost is $58·4=$232 for BUA and $59·4=$236 for
TDA. This assessment suggests that a slight delay in workflow execution may be tolerated to avoid a significant increase in the monetary cost and strike a good balance
between the execution time and application cost for using the cloud resources.

4.5

Evaluation

To validate the model, data from three real-world workflows were used based on real
experiments on Amazon EC2 [116]. More specifically, task runtime estimates used
as input to the proposed estimation model were derived from the actual task runtimes
obtained from real experiments in existing work [116] and the workflow makespan
predictions were compared with the actual measurements obtained. The procedure
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followed in each exercise is presented in more detail later in Section 4.5.3. The configuration used in the real experiments to execute the workflows on Amazon EC2 is
described next.

4.5.1

Experimental Setup

Firstly, a submit host, a resource that is used to set up the execution environment and
manage the workflows using the Pegasus Workflow Management system [58], runs
outside the cloud. The Nimbus Context Broker [121] is also installed to provision
and configure the virtual cluster, consisting of the configured VMs. To do so, worker
nodes to execute the workflow jobs inside the cloud are deployed on Amazon EC2
using the c1.xlarge and m1.xlarge instance types in the experiments. The c1.xlarge
instance type is configured with an eight-core 2.33-2.66 GHz Xeon processor, 7.5 GB
RAM and 1680 GB local disk storage and the m1.xlarge instance type is configured
with two dual-core 2.0-2.6 GHz Opteron processors, 15 GB RAM and 1680 GB local
disk storage. For the execution of the workflows different storage systems running
inside the cloud are used in the experiments to store the input and output data of the
workflow jobs, including Amazon S3 [210], NFS [206], GlusterFS [90], PVFS [200],
P2P file sharing and local disk usage.
Amazon S3 [210] is a distributed system that provides storage for objects, such
as files, through web service interfaces. The network file system NFS [206] uses a
centralised node, a file server, connected to a group of machines in order to provide
access to files over the network. GlusterFS [90] is a distributed storage system with
client and server components in each node, supporting various configurations (such as
non-uniform file access and distributed configurations). Each remote server exports a
local volume and merges it with the volumes of the other machines in order to compose the final volume, while a hashing algorithm can be used in the configuration to
distribute the files to the nodes more uniformly. In the case of the parallel file system
PVFS [200], data striping is used to distribute file data across multiple nodes and provide parallel access by the tasks. Software RAID (RAID 0) is also used to improve I/O
performance by striping data across the available ephemeral storage devices [116].

100

4.5.2

CHAPTER 4. ESTIMATION MODELS

Workflows

Three real scientific workflows were used in the experiments, Montage, Epigenome
and Broadband, introduced in Section 3.3. In some cases workflow tasks were clustered together to be submitted for execution as a single job. The criteria for task clustering comes from existing work in Pegasus [116].
In the case of Montage, the number of the jobs in each level may vary depending
on the size of the generated workflow and the number of clusters used. A Montage
workflow with 10429 tasks was generated and used in the experiments. The tasks were
clustered to create a total of 31, 55, 103-104, 152, 248, 440 and 823 jobs when using
4, 8, 16, 32, 64, 128 and 256 clusters per level, respectively. The jobs can be divided
into 13 levels taking into account data dependencies between them.
In the case of Epigenome, which consists of several parallel jobs accessing independent data files, the performance of several jobs may vary depending on the size of
the processed data. An Epigenome workflow of 529 tasks was used in the experiments,
with the tasks clustered to create a total of 50-51, 83, 147, 275 and 529-531 jobs using 8, 16, 32, 64 and 128 clusters per level, respectively. The Epigenome workflow
consists of 11 job levels.
Finally, a Broadband workflow of 768 tasks was generated which was executed
using 770 jobs (one task per job including two extra jobs to create the working directory
and copy the files to it) in 6 levels. As mentioned, in the case of Broadband, jobs may
access some data several times and have high memory utilisation.

4.5.3

Results

To evaluate the model, experiments on Amazon EC2 using the three workflows (and
task clustering as mentioned), different storage configurations and running on 4, 8,
16, 32, or 64 slots were used. In total, there were 35 experiments for Montage, 25
experiments for Epigenome and 35 experiments for Broadband from existing work
[116].

Comparison of estimated makespan with actual measurements. To validate the
accuracy of the model, individual job runtimes obtained from actual workflow runs for
a given number of slots were used as input to the model to come up with estimations of
the workflow execution time (makespan) according to Algorithm 1. The error between
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the estimated and the real (actual) makespan was calculated using the equation:
ε=

makespanreal − makespan pred
.
makespanreal

In the case of Montage 33 out of 35 experiments gave an error, ε, less than 10%.
The prediction accuracy is lower for Epigenome with an error less than 10% in 17
out of the 25 experiments. The results are identical regardless of whether TDA or
BUA is used to assign levels. In the case of Broadband, the accuracy of the model
is higher using TDA with 27 out of 35 experiments resulting in an error of less than
10%. Using BUA 25 out of 35 experiments had an error of less than 10%. This is due
to Broadband’s structure, which results in a significantly different level assignment
depending on whether TDA or BUA is used. For all three workflows (35 + 25 + 35 =
95 experiments) there were only 2 experiments in Epigenome and 1 experiment in
Broadband where the error was higher than 20%. In all three cases, it appears that the
model overestimates, which suggests that there was minimal job submission delays in
these three cases. Overall, in 92 out of 95 (or 96.8%) experiments, the model gives an
error of less than 20%, while in 77 out of 95 (or 81%) experiments there was an error
of less than 10%.
In this exercise, the accuracy of the model was evaluated for the case of perfectly
accurate task runtime estimates. To do this, the actual task runtimes of a given run
were used to predict the workflow makespan of that run and compared the estimated
makespan with the actual makespan of the run. Later we also deal with inaccurate
job runtimes (see model performance evaluation with inaccurate job runtimes), as estimated task runtimes may deviate from actual runtimes in practice.

Using the model to make predictions for different number of slots In this exercise, individual job runtimes were used from each experiment (on a given number of
slots) to predict the workflow makespan for 4, 8, 16, 32 and 64 slots. This gives a
range of predictions (one prediction for every experiment used) for each number of
available slots, out of which the minimum and the maximum values were considered.
These values, along with the real measurements for every workflow and every different
number of slots are shown in Figure 4.2. The triangular symbols (normal and upside
down) indicate the maximum and minimum predicted values, respectively, while the
dots correspond to real measurements on EC2. Execution time is normalised using the
sum of the runtimes of the jobs (equivalent to the time needed to run all jobs on one
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(c) Broadband

Figure 4.2: Execution time prediction compared with real measurements.

slot). This is because, even with the same number of slots, task runtime performance
may vary when using different storage systems [116].
It can be seen that the real measurements are within the prediction range. The variation between the minimum and maximum prediction is different for each workflow
and it is more profound in the case of Montage. This is expected and it is due to the
impact of storage systems on workflow I/O activity. Montage processes many files
and a large amount of data is processed and generated resulting in high I/O utilisation,
which means that the storage system performance has a big impact on workflow performance. In contrast, storage systems affect the performance of Epigenome less, as this
is a CPU-intensive workflow where most of the time is spent operating data in memory, not on I/O. Finally, in Broadband the variation is small as the workflow involves a
lot of input data, but relatively little output data; much of the input data is common, so
the workflow makes more effective use of the file system cache than Montage. Clearly,
as data storage systems influence execution time, predictions can be improved if they
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ε
< 10%
< 15%
< 20%

ε
< 10%
< 15%
< 20%

ε
< 10%
< 15%
< 20%

Model
TDA
BUA
TDA
BUA
TDA
BUA

rt± 5%
94.49
94.37
98.34
98.49
100.00
100.00

Montage
rt± 10% rt± 15%
89.94
79.94
89.89
79.29
98.23
97.03
98.51
97.20
100.00
99.86
100.00
99.91

Model
TDA
BUA
TDA
BUA
TDA
BUA

rt± 5%
68.28
68.24
79.76
80.20
90.88
90.44

Epigenome
rt± 10% rt± 15%
68.08
65.40
68.08
65.80
79.96
79.64
80.20
79.92
89.64
89.04
90.20
89.52

Model
TDA
BUA
TDA
BUA
TDA
BUA

rt± 5%
77.40
71.98
88.77
85.54
97.14
97.14

Broadband
rt± 10% rt± 15%
80.31
80.51
74.26
77.26
88.89
88.57
86.51
86.66
97.03
96.91
96.83
96.46

Table 4.1: Percentage of experiments within a certain prediction accuracy.
are estimated for every storage system separately (this is demonstrated later in this
section).
Model performance evaluation with inaccurate job runtimes So far, actual (measured) job runtimes were used as an input of the model. In reality, the individual job
runtimes used as an input to the model may deviate from actual runtimes. Although
the assumption that the runtimes of the jobs can be adequately predicted may be reasonable (see for example the large body of work focusing on job runtime prediction
and/or workflow characterisation [150, 62, 213, 225, 230, 114] discussed in Section
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3.2.1), in reality these models may overestimate or underestimate the execution time
of the jobs, especially as there have been cases where job performance appear to vary
even for cloud instances of the same type from the same cloud provider [88].
In order to investigate the impact of inaccurate individual job runtimes on the overall workflow makespan predicted by the model, job runtimes (rt for short) were varied
using a random error in the range of ±5%, ±10% and ±15%. 100 random values
for each of the three ranges and for each of the (35 + 25 + 35 = 95) experiments for
the three workflows were generated. The error, ε, between estimated makespan by the
model and actual values on EC2 was computed in each case. Then, the percentage
of the experiments with ε being less than 10%, 15% and 20% using TDA or BUA is
presented in Table 4.1. These percentages relate to 3500 error values for each case in
Montage (35 experiments × 100 random values), 2500 error values for each case in
Epigenome and 3500 error values for Broadband.
It can be seen that even when there is inaccuracy in individual job runtime estimates used by the model, the performance of the model is not different to the results
obtained with accurate job runtime estimates. As noted in the first paragraph of this
section (comparison of estimated makespan with actual measurements), in 33 out of
35 experiments (or 94.28%) for Montage, in 17 out of 25 experiments (or 68%) for
Epigenome and in 27 out of 35 experiments (or 77.14%) for Broadband (using TDA)
the model gave a prediction error of less than 10%. The first two rows of the table
(corresponding to ε < 10%) suggest that even a small inaccuracy in job runtimes does
not affect the performance of the model significantly.

Estimating workflow execution time in practice In the previous paragraphs, different aspects of the model were evaluated comparing actual measurements with model
predictions. In reality, the model may be used with some individual job estimates to
predict the workflow execution time for a number of slots for which there are no actual workflow runs. Such a prediction may be important in order to determine in a
cost-efficient manner the number of slots to provision for different workflows.
In this exercise, for each workflow the measurements on a specific storage system
were considered and the performance for using different number of slots was estimated.
To do this, the model was run multiple times using as an input individual job runtimes
with a random variation of ±10%. More specifically, individual job runtimes were
used as a starting point from: 9 different measurements for Montage using GFS on 16,
32 and 64 slots; 7 different measurements for Epigenome using NFS on 8, 16, 32, and
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Figure 4.3: Execution time prediction for different slots and a single storage system.

64 slots; and 4 different measurements for Broadband using Amazon S3 on 8, 16, 32,
and 64 slots. For each of these measurements 100 values with a variation of ±10%
were generated for individual job runtimes and used as input to the model.
The predicted workflow execution times (900 predictions for Montage, 700 predictions for Epigenome and 400 predictions for Broadband) were averaged for each
workflow and number of slots and the results are shown in Figure 4.3. It can be seen
that the (average) estimated values fit well with the real measurements, also giving a
prediction for a number of slots from 4 to 256. These predictions also indicate that
there is no performance improvement for Montage if more than 64 slots are used or for
Epigenome and Broadband if more than 128 slots are used. Having this information in
practice is important for the user to decide what number of slots to provision.
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Selecting Cost Efficient Configurations in Practice

In the previous section the model was evaluated using individual job estimates from
specific system configurations to predict the workflow makespan for a different number of slots. In this section, the proposed performance model is extended to estimate
the energy and monetary costs of each configuration based on the workflow makespan
prediction. In that way, energy and cost-efficient configurations for each workflow can
be determined. The model is extended for configurations with different CPU frequencies as in practice resources may operate at a range of frequencies with faster CPUs
(higher frequencies) costing more, such as for example ElasticHosts [68].
Based on the predicted workflow makespan obtained by using the proposed performance model for task runtime estimates when running at maximum frequency, predictions for configurations where resources operate at a lower frequency can also be
provided by taking into account the slowdown of the application due to the reduction
in frequency. The idea is based on the observation that knowing the runtime of a job,
runtime fmax , when the CPU operates at its maximum frequency, fmax , the runtime of
the job when using a lower frequency f can be computed as:
runtime f = (β · (

fmax
− 1) + 1) · runtime fmax ,
f

(4.6)

where the parameter β, the CPU-boundedness of the job, shows the slowdown of the
job due to the reduction in frequency [104, 81, 71]. The parameter takes values between 0 and 1 as the slowdown may vary between different applications. Values close
to 1 correspond to CPU-intensive applications, where the operating frequency affects
the execution time of the job significantly, while values close to 0 show that frequency
does not affect the execution time of the job [71]. Based on information about the
application slowdown, overall execution time of the workflow can be estimated for
different frequencies by incorporating a scaling factor in Algorithm 1. The slowdown
in execution time from using a lower frequency f is considered in the model by changing line 13 as shown in Algorithm 2.
In the model assumed in this exercise, resources are provisioned for the whole
period of the schedule, the estimated workflow makespan makespanslots f . A pricing
model where each slot used is charged based on the operating frequency of the resource
for the provisioned time, similarly to ElasticHosts [68], was used to compute the per
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Algorithm 2 Level-based estimation model for different frequencies.
same as Algorithm 1, but line 13 changes as follows:
f
13: scalingFactor f = β · ( max
f − 1) + 1
. Application slowdown at frequency f
14: makespanslots f = makespanslots · scalingFactor f
. the makespan for the given number of slots at frequency f
15: return makespanslots f

unit of time cost of each resource operating at frequency f :
C f = Cmin +Cdi f · (

f − fmin
),
fmin

(4.7)

where Cmin is the cost of the resource at minimum frequency fmin and Cdi f is a coefficient used to generate the price charged at each frequency. An upper bound of the user
cost when provisioning a number of available resources (or slots) with each resource
operating at CPU frequency f can be estimated as:
userCost = slots · (C f · makespanslots f ),

(4.8)

where makespanslots f is the estimated makespan obtained using Algorithm 2. Execution time is given in secs, the cost in £ and frequency in GHz.
The energy cost required to execute the workflow on the number of available resources, slots, for the whole period of the scheduling at frequency f can also be estimated as explained below. Firstly, the power consumption of a resource while active
at frequency f is computed based on a cubic model derived in [183] by Equation 4.9:
Pf = Pbase + Pdi f · (

f − fbase 3
) ,
fbase

(4.9)

where Pbase is the power of the resource operating at a minimum frequency fbase and
Pdi f is a coefficient used to compute the power at different frequencies. The power is
given in Watts and frequency in GHz. The dynamic energy required for the execution
of the workflow tasks at frequency f can then be estimated by Equation 4.10:
Edyn = Pf · (scalingFactor f · ∑ runtimet fmax ),

(4.10)

t∈w

where runtimet fmax is the runtime of each workflow task at maximum frequency, fmax ,
and scalingFactor f the slowdown of the application at the lower frequency f (line 13
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of Algorithm 2). Also, each resource consumes idle power, Pidle , when no task has
been assigned to it. Overall idle energy consumed while the resources remain idle can
be estimated by:
Estatic = Pidle · Tidlesum ,
(4.11)
where Tidlesum = slots · makespanslots f − scalingFactor f · ∑t∈w runtimet fmax is overall
idle time when a number of resources, slots, are provisioned for the whole scheduling
period makespanslots f . Then, overall energy consumption includes both the dynamic
energy required to execute the workflow tasks at frequency f (Equation 4.10) and the
energy spent while the resources are idle (Equation 4.11).
In this exercise, the individual job runtimes from each real experiment on a given
number of slots (35 experiments for Montage, 25 experiments for Epigenome and 35
experiments for Broadband) were used to predict the workflow makespan for 8, 16, 32
and 64 slots. Figures 4.4-4.6 include the results for Montage, Genome and Broadband.
For each number of slots workflow makespan predictions for a range of frequencies
(1.8-2.6 GHz as shown in the labels) were provided using Algorithm 2. To do so, the
average CPU utilisation of the jobs was computed for each application based on the
workflow profiling data provided in [114] to represent the slowdown from the reduction
in frequency, setting parameter β equal to 0.36, 0.84 and 0.57 for Montage, Genome
and Broadband, respectively.
The execution time predictions were then used to estimate the related energy and
monetary costs. For each number of available slots and frequency used the mean
values (estimated makespan, monetary and energy costs) from the range of predictions provided (one prediction for every experiment used) were used to plot the tradeoffs between energy or monetary costs and workflow execution time. The parameters
used for the cost model are: Cbase = £9.24 · 10−6 /sec, Cdi f = £3.33 · 10−6 /sec, and
fbase = 1GHz, based on the monthly charges of ElasticHosts for the provisioning of
VMs, assuming time units in seconds. The power model parameters used in Equation 4.9 are the following: Pbase = 152W , Pdi f = 15.39 and fbase = 1GHz, as in [183].
Idle power, Pidle , is set equal to 117 W which corresponds to 60% of the peak power
(Pfmax ) as in [81, 183, 118].
In the case of Montage (Figure 4.4), using 8 slots is the most cost-efficient configuration with the lowest monetary and energy cost, however with long execution time. A
significantly smaller makespan can be achieved by provisioning extra resources. Configurations with 16 slots lead to smaller execution makespan with a lower increase in
the monetary and energy cost (33.6% decrease in makespan at the expense of 32.8%
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Figure 4.4: Cost-performance trade-off for Montage.
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and 25.5% increase in cost and energy). For a larger number of slots the decrease in
makespan is lower compared with the increase in the cost. Additionally, between configurations with the same number of slots, configurations with a lower frequency may
lead to lower energy and monetary cost with a penalty on execution time. The energy
savings exceed the penalty in execution time when operating the resources at 2.2 GHz
(9.6% over 5.7%), while the cost savings are not significant. In practice, users may be
willing to accept an increase in execution time in order to incur a lower cost or achieve
energy savings. For example, green SLAs can be used to specify an acceptable penalty
on application performance to reduce energy consumption beyond a certain amount
[244]. The estimation model could be used to determine configurations to achieve the
desired level of performance.
In the case of Genome (Figure 4.5) better performance in terms of execution time
can be achieved by provisioning 32 slots with a smaller penalty on energy and monetary costs. Using extra resources (configurations with 64 slots) leads to significant
increase in costs compared with the improvement in performance. Also, using high
frequencies leads to better performance in terms of both execution time and costs.
Finally, in the case of Broadband (Figure 4.6) using extra resources may lead to
smaller execution time without affecting greatly the related costs (using 64 slots leads
to 85.2% decrease in execution time over 18.5% and 11.15% increase in monetary
and energy costs compared with the scenario of using 8 slots). Additionally, a lower
frequency, such as 2.4 GHz, can be used to achieve a trade-off between execution time
and energy cost, however without significant cost savings. Operating the resources at
minimum frequency does not lead to better performance, as the penalty in execution
time exceeds the reduction in energy consumption and the provisioning cost.
Overall, performance modelling can be useful to determine configurations with
good performance in terms of both execution time and costs and reveals challenges
that need to be further addressed. The optimal number of resources and CPU frequencies to be provisioned may differ between applications with different characteristics.
The problem of VM configuration to determine the number of provisioned resources
is further investigated in Chapter 5 for multiple workflows. Also, as application performance under configurations with varying CPU frequencies shows different patterns
between different workflows, the impact of CPU frequencies on workflow performance
needs to be further investigated. This is the focus later in Chapters 6 and 7 where frequency selection algorithms to improve the VM provisioning of workflows are examined, investigating the trade-offs between execution time and energy or monetary costs
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achieved by adjusting the operating CPU frequencies.

4.7

Summary

This chapter considered the problem of execution time prediction for scientific workflows. The contribution of this work is the development of a model to estimate workflow makespan based on information about the workflow structure and individual job
characteristics using two different approaches to assign levels to the jobs. The performance of the model was evaluated and compared with real experiments on Amazon
EC2 using three scientific workflows showing good prediction accuracy. The model
was extended to estimate energy and monetary costs based on the workflow makespan
prediction, which is particularly useful to determine cost-efficient configurations from
a wide range of options with varied CPU frequencies and number of resources.
The chapter that follows discusses the challenges in resource management for scientific workflow ensembles and proposes two energy-efficient algorithms that schedule
as many scientific workflows from the ensemble as possible within an energy and budget or deadline constraint.

Chapter 5
Resource Provisioning and Scheduling
for Scientific Workflow Ensembles
5.1

Introduction

Large computational problems may often be modelled using multiple scientific workflows with similar structure, as to carry out a single analysis may require the execution
of related workflows and the synthesis of individual results. For example, single workflows can be executed to generate the seismic hazard maps of different geographical
areas which can then be combined to produce the map of larger locations. Also, some
workflows may be more critical for the user to complete than other workflows. For example, exploring the seismic hazard map of a populated area may be more important to
complete than performing the computations for the map of an isolated area. In order to
manage such workflow applications, inter-related workflows can be grouped into ensembles, which may be executed on distributed platforms such as the Cloud [56, 156].
As mentioned in the introduction, planning the execution of multiple workflows simultaneously (workflow ensembles) allows to utilise idle slots and better exploit the
system resources.
This chapter focuses on the provisioning of resources for scientific workflow ensembles and addresses the problem of meeting energy constraints along with either
budget or deadline constraints. It proposes and evaluates two energy-aware algorithms
that can be used for resource provisioning and workflow scheduling in order to meet
the constraints. Experimental evaluation is based on simulations using synthetic data
derived from realistic scientific workflow applications. The results show that the proposed algorithms can meet the constraints and minimise energy consumption without
112
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compromising the number of completed workflows in an ensemble.
The remainder of this chapter is structured as follows: Section 5.2 describes the
problem addressed and related work. Section 5.3 presents the cloud computing setting
and assumptions made. Section 5.4 discusses the challenges in predicting the performance for ensembles and the motivation of this work. Section 5.5 presents the two
proposed algorithms (SPSS-EB and SPSS-ED). Section 5.6 evaluates the two algorithms and shows the results. Finally, Section 5.7 concludes the chapter.
Part of this chapter has been published at the 3rd IEEE International Conference
on Cloud and Green Computing [185].

5.2

Problem Description

As users have more flexibility in controlling the execution of their applications by
specifying QoS requirements and cost characteristics, many challenges arise from the
provider’s point of view whose goals may be conflicting. As mentioned earlier in
Section 4.2, the number of allocated resources affects the makespan of the applications
and the cost incurred by the user, but at the same time it also affects the energy consumed by the cloud infrastructure. The provider may postpone the processing of some
jobs when user requirements, such as deadlines, can still be met in order to increase
resource utilisation and minimise the number of VMs (and hence PMs) used. In other
cases, more VMs can be used when resource utilisation is increased without requiring
new PMs to be powered on, even increasing the cost incurred by the user (assuming
that this is within budget). Overall, determining the optimal number of resources in
order to achieve a trade-off between the user requirements and the provider’s optimisation goals is a challenging problem.
In many scientific problems, workflows with similar structure can be grouped into
ensembles in order to combine individual results. The workflows may differ in several
characteristics, such as the number of workflow tasks and data sizes. For example, different Montage workflows may be used to generate a set of image mosaics of the sky
by specifying different parameters. The generated image mosaics can then be combined in order to build a larger mosaic [156]. In such cases, the workflow ensembles
can be executed under common constraints, including budget or deadline constraints.
This makes the problem of scheduling even more challenging especially in the cloud
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computing infrastructure which offers a dynamic environment to address their changing resource requirements. This chapter addresses the problem of energy-efficient resource provisioning and task scheduling for ensembles of scientific workflows under
energy constraints. In addition to energy, budget or deadline constraints are also taken
into account.
Although scheduling and planning for scientific workflow ensembles is the focus
in other studies [156, 76] (see Section 3.2.4), this work differs in that it describes algorithms to meet energy constraints along with budget or deadline. Algorithms for
workflow ensembles that meet budget and deadline constraints are proposed in [156].
This chapter extends the work in [156] by including energy constraints. Deadlineconstrained scheduling is considered in [180, 258] to develop resource allocation algorithms for heterogeneous systems to achieve configurations that require energy consumption within the energy budget in order to complete the workload within the deadline. However, the approach in [180] considers independent tasks, while the most
related work can be found in [258] which aims to maximise the probability of executing the workflow tasks with uncertain execution times within an energy and deadline
constraint. The work in this chapter focuses on overall energy savings when planning the execution of scientific workflows in ensembles with the aim to maximise the
number of workflows to be completed within the constraints, a problem which has
not been considered before. The contributions of this chapter are the development of
two algorithms, namely Static Provisioning-Static Scheduling under Energy and Budget Constraints (SPSS-EB) and Static Provisioning-Static Scheduling under Energy
and Deadline Constraints (SPSS-ED), which can be used for scheduling workflows
in ensembles so that energy and deadline or energy and budget constraints are met.
Experimental evaluation investigates the performance of the algorithms and their behaviour in meeting the constraints while at the same time executing as many workflows
from the ensemble as possible. The proposed approach is similar to the bin packing
problem.

5.3

Model and Assumptions

In the model considered for energy constrained provisioning, the user has some knowledge of the energy required for the execution of their applications based on information
by the provider and submits a workflow ensemble for execution specifying the energy
constraint. Provisioning is made so that the total energy consumption stays within an
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energy budget limit, as in [258, 180]. More specifically, a schedule (or plan) for the
ensemble is developed to execute as many workflows as possible given the energy constraint. A workflow from the ensemble is accepted and added to the plan only when
the total energy consumption will not exceed the available energy budget. Different
scheduling schemes can require different amounts of energy to be spent for the execution of the workflows. Note that energy consumption consists of both static and
dynamic energy (see Section 2.3.4). The static energy is the energy consumed by the
system resources when idle and the dynamic energy is the amount of energy consumed
by the applications when running. The dynamic energy required by a workflow can be
modelled depending on the resource needs of the tasks.
Application Model The work in this chapter considers ensembles of scientific workflows where each workflow consists of inter-related tasks and can be represented as a
separate DAG with the nodes being the tasks and the edges representing the data dependencies between them. All workflows in the ensemble are submitted at the same
time and scheduling aims at completing as many workflows from the ensemble as possible under the given constraints. A workflow is admitted only when all the tasks can
be completed without exceeding the predefined constraints. In this chapter, the time
required for data transfer is not included in the estimation of task runtime, assuming
that a shared cloud storage system such as Amazon S3 is used for the data files of the
workflows. Hence, task runtime is not affected by the placement decision on different
VMs.
Cloud Resources A model similar to Amazon EC2 is assumed where VMs are provisioned on demand in a per-hour billing basis with partial hours being rounded to the
full hour. Although cloud computing infrastructures offer different VM instance types
to users with various characteristics including CPU, memory and disk sizes, a single
VM instance type is used for simplicity, while the hosts (PMs) are homogeneous with
fixed capacity in VMs (collocation of VMs to a host is considered). The work focuses
on static scheduling to map the workflow tasks onto resources and migration is not
supported.
Model for Energy Consumption The linear model of Equation 2.8 presented in
Section 2.3.4 is used to estimate the power consumed by a host based on its utilisation.
Without loss of generality, the power consumed when the host is fully utilised, Pmax ,
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and the minimum power consumed by an active host (idle state), Pidle , can be considered constant, like in [12], although the parameters may vary in real systems depending
on the application characteristics and resource needs. As the hosts are assumed to be
homogeneous with a fixed capacity of n VMs per host and tasks have exclusive access
to VMs consuming all the capacity, the fraction of the energy consumed by a running
VM can be defined as:
1
Evm = (Pmax − Pidle ) · · r
n
where r is the runtime of the VM.
Other system resources, like memory and disk, consume energy, but in most of
the current models energy consumption is mainly determined by the CPU [12]. Thus,
the energy required for data transfer is not considered. For each host the time that is
required to be active for the execution of the workflows is determined by the period
between the time the first task assigned to the host starts until the processing of the last
task being scheduled to it finishes. Note that idle slots to which no tasks have been
assigned are considered in the calculation of the total energy, assuming that hosts are
exclusively used for the execution of the workflows in the ensemble for that period.
In order to increase host utilisation and avoid switching on/off hosts which may be
costly, the energy consumed for each host switching on/off can be taken into account.
Many energy-efficient approaches that aim at minimising the number of active hosts
and reduce energy consumption also use power on/off operations to shut down underloaded hosts [142], [161], [238]. Host switching on/off operations are considered in
the calculation of the total energy consumption by adding the energy consumption of
booting and switching off each host used.

5.4

Performance Prediction for Scientific Workflow Ensembles

Performance modelling (discussed in Chapter 4) can be used to determine the number
of resources required for the execution of single workflows. However, the problem of
determining the number of resources to be provisioned for the execution of scientific
workflow ensembles can be more challenging. Data dependencies create constraints
on resource provisioning, as the execution of a task can only start after the execution
of its predecessors (and data transfer) has finished. This may lead to idle slots in the
provisioned resources. In the case of a workflow ensemble, resources can be shared
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Figure 5.1: Mean execution time for single workflows.

between different workflows, allocating unused slots for the execution of the tasks of
different workflows. Additionally, the execution of several tasks can be prioritised to
complete more important workflows or delayed to avoid the provisioning of a large
number of resources that may lead to increased costs. As a result, algorithms to determine the number of resources to be provisioned and schedule workflow ensembles
are required to better utilise the system resources. To illustrate this, workflow execution time is estimated for single workflows and workflow ensembles using a different
number of slots.
Assuming that the resources are dedicated for the execution of the tasks of a single
workflow, workflow execution time can be estimated for a different number of slots.
The estimation model proposed earlier in Algorithm 1 of Chapter 4 was used for the
TDA approach of Equation 4.1 to predict the execution time of each workflow in an
ensemble separately and compute the mean execution time. The number of available
slots was increased until the estimated makespan reduction from adding an extra slot
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Figure 5.2: Execution time for the workflow ensemble.

was less than 1%. Three real scientific applications, LIGO, SIPHT and Montage introduced in Section 3.3, were used to generate an ensemble of 50 DAGs each using synthetic data from real scenarios (more details on the workflow generator can be found
on Section 3.4). The results (Figures 5.1a-5.1c) show that up to 21, 5 and 28 slots for
a single LIGO, SIPHT and Montage workflow of 100 tasks respectively can be used to
schedule the workflow tasks and achieve good performance in terms of execution time.
Using extra resources does not lead to significant makespan savings.
The resource requirements for each workflow ensemble (the LIGO, SIPHT and
Montage ensemble of 50 DAGs described above) were also estimated. To do so, the
estimation model in Algorithm 1 of Chapter 4 was used to divide the tasks of each
ensemble into levels using the TDA approach of Equation 4.1 for each DAG in the
ensemble, assuming that all the workflows in the ensemble start at the same time, and
calculating the characteristics of each level for the whole ensemble. The execution time
required to complete all the workflows in the ensemble was estimated for a different
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number of available slots until makespan savings were less than 1%. This corresponds
to 100, 92 and 100 slots for LIGO, SIPHT and Montage, respectively with an estimation of 11156.76, 8480.06 and 612.05 secs, which is roughly equal to the makespan
achieved when using 2 slots per workflow. It can be seen that much fewer slots can be
used to run the ensemble in all cases and achieve good performance.
Although using a large number of resources may lead to good performance in terms
of execution time, it may also result in resource wastage and consequently increased
costs. Due to data dependency constraints some slots cannot be utilised for the whole
scheduling period. In order to increase resource utilisation, the execution of several
tasks can be delayed to utilise idle slots in the provisioned resources when user requirements, such as deadlines, can still be met. As a result, the completion of each workflow
can be delayed provided that the deadline for the whole workflow ensemble is met. In
other cases where the tasks can be executed in parallel, using extra resources may not
affect the user cost significantly. As the number of provisioned resources affects both
the workflow and the system performance, such as execution time, user cost and energy consumption, algorithms that take into account these challenges to provision an
appropriate number of VMs for the time they are needed and schedule the workflow
ensembles in an efficient way are of great importance. Also, depending on the user and
system constraints, resource needs may vary in different scenarios. Hence, the number of resources can be adjusted to meet the specified constraints, while determining
the time to start the execution of each workflow or task and potentially prioritise the
execution of more important workflows.

5.5

Scheduling of Scientific Workflow Ensembles

In this section, two energy-aware algorithms, SPSS-EB and SPSS-ED, are described.
The two algorithms take into account energy constraints to schedule the tasks and
provision cloud resources for workflow ensembles in addition to budget or deadline
constraints, respectively. Resource provisioning is planned in two phases; An ensemble planning algorithm, PlanEnsemble, creates a plan for the task scheduling of the
workflows. For every workflow, PlanEnsemble calls the workflow planning algorithm,
PlanWorkflow, to build a new plan on top of the current one for each workflow in the
ensemble. The returned plan is accepted when the constraints are met; otherwise, it
is rejected and the procedure continues with the next workflow in the ensemble. This
two-phase approach was initially used in [156] to develop an algorithm that takes into
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account only budget and deadline constraints, which provided an inspiration for the
current work. The time complexity of the proposed algorithms is O(N(W ) · N(w)),
where N(W ) is the number of the workflows in the ensemble and N(w) is the number
of tasks for each workflow.

5.5.1

Static Provisioning - Static Scheduling under Energy and
Budget Constraints (SPSS-EB)

The aim of SPSS-EB is to maximise the number of completed workflows under energy
and budget constraints, by minimising energy consumption. In the ensemble planning
algorithm (Algorithm 3) the procedure PlanEnsemble calls the workflow planning algorithm (Algorithm 4) for each workflow in the ensemble to build a new plan on top
of the current one. The new plan is accepted in case the energy and cost constraints
(computed in line 5 of Algorithm 3) are fulfilled and the workflow is admitted. Otherwise, the new plan is rejected and the algorithm continues to the next workflow. More
specifically, in line 3 of Algorithm 3 the workflows are sorted in order to prioritise
workflows that consume less energy. Sorting the workflows by the energy they consume (the estimated dynamic energy) and choosing the plan that minimises energy
consumption is a possible way to ensure that as many workflows from the ensemble as
possible will be executed.
When planning a workflow (Algorithm 4), SPSS-EB schedules each task of the
workflow so that the total energy consumed is the minimum. Hence, the slot that
impacts the energy consumed the least is chosen. Between slots that affect energy
Algorithm 3 SPSS-EB ensemble planning algorithm.
Require: W : workflow ensemble, e: ensemble energy budget, b:ensemble budget
Ensure: : Schedule as many workflows of W as possible given e and b
1: procedure P LAN E NSEMBLE (W, e, b)
/ A ← 0/
2:
P ← 0,
. Current plan, set of admitted DAGs
3:
for w in W in priority order do
4:
P0 ← PlanWorkflow(w, P)
. P’: New plan when w is admitted
5:
if EnergyConsumption(P0 ) ≤ e && Cost(P0 ) ≤ b then
. Compute energy consumption and user cost for the new plan
6:
P ← P0 , A ← A + w
. Accept new plan P0 , admit w
7:
end if
8:
end for
9:
return P, A
10: end procedure
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Algorithm 4 SPSS-EB workflow planning algorithm.
Require: w: workflow, P: current plan
Ensure: Create plan for w that minimises energy consumption
1: procedure P LAN W ORKFLOW (w, P)
2:
P0 ← copy of P
3:
for t in w in topological order do
4:
v ← VM that minimises energy consumption and start time of t
5:
if v already provisioned then
6:
Schedule(t, v)
. Map task t to VM v
7:
else
8:
Provision a new VM v and Schedule(t, v)
9:
end if
10:
end for
11:
return P0
12: end procedure

Algorithm 5 Basic SPSS-EB workflow planning algorithm.
same as Algorithm 4, but line 4 changes as follows:
4: v ← VM that minimises application cost and start time of t

consumption the same, VMs on running hosts are preferred to avoid booting a new
host. This is because booting up a host is energy consuming. Otherwise, the slot
with the earliest start is chosen, even if a new VM on a running host is needed to
be switched on. The next criterion is choosing the slot with the lowest cost. Finally,
existing resources are preferred.
In addition to the above algorithm, a basic version of SPSS-EB was used for comparison purposes. In this basic version we try to consider application cost first. The
algorithm is the same as above, but workflows are not prioritised in terms of energy and
the key difference is that the decision (line 4 in Algorithm 5) simply prefers slots that
minimise application cost. If two VMs have the same cost, existing VMs are preferred.
Otherwise, slots with earlier start are preferred. This basic version can be considered
as a baseline version that is based on a budget-deadline heuristic [156], which does not
attempt to allocate for energy, but simply checks if the energy constraint is met.

5.5.2

Static Provisioning - Static Scheduling Under Energy and
Deadline Constraints (SPSS-ED)

The aim of SPSS-ED is to maximise the number of completed workflows under energy
and deadline constraints, by minimising energy consumption. In line 3 of Algorithm 6
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Algorithm 6 SPSS-ED ensemble planning algorithm.
Require: W : workflow ensemble, e: ensemble energy budget, d: ensemble deadline
Ensure: Schedule as many workflows of W as possible given e and d
1: procedure P LAN E NSEMBLE (W, e, d)
/ A ← 0/
2:
P ← 0,
. Current plan, set of admitted DAGs
3:
for w in W in priority order do
4:
P0 ← PlanWorkflow(w, P, d)
. P’: New plan when w is admitted
0
5:
if EnergyConsumption(P ) ≤ e && Makespan(P0 ) ≤ d then
. Compute energy consumption and makespan for the new plan
0
6:
P ← P , A ← A+w
. Accept new plan, admit w
7:
end if
8:
end for
9:
return P, A
10: end procedure

Algorithm 7 SPSS-ED workflow planning algorithm.
Require: w: workflow, P: current plan, d: ensemble deadline
Ensure: Create plan for w that minimises energy consumption and meets deadline d
1: procedure P LAN W ORKFLOW (w, P, d)
2:
P0 ← copy of P
3:
D EADLINE D ISTRIBUTION(w, d)
. Assign sub-deadlines to tasks
4:
for t in w sorted by DL(t) do
5:
v ← VM that minimises energy consumption and start time of t
6:
if FinishTime(t, v) < DL(t) then
7:
Schedule(t, v)
. Map task t to VM v
8:
else
9:
Provision a new VM v and schedule(t, v)
10:
end if
11:
end for
12:
return P0
13: end procedure

Algorithm 8 Basic SPSS-ED workflow planning algorithm.
same as Algorithm 7, but line 5 changes as follows:
5: v ← VM that minimises application cost and start time of t

the workflows are sorted in priority order depending on the energy consumption they
require.
When planning a workflow (Algorithm 7), SPSS-ED schedules each task of the
workflow so that the energy consumed is the minimum. Firstly, each task is given a
sub-deadline, DL(t), being a fraction of the slack time of the workflow, ST (w), the
difference between the critical path from the deadline, as in [156]. The workflow slack
time shows the additional time the critical path of a workflow can be extended without
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exceeding the user deadline. It is assumed that the critical path of each workflow is
less than the user deadline so that each workflow can finish within the deadline. When
the deadline is smaller than the critical path, the workflow cannot finish before the
deadline and is rejected. More specifically in line 4, the tasks are divided into levels
according to the length of their longest path from the entry task of the workflow (see
TDA approach in Section 4.4.1) and a portion of the slack time of the workflow, ST (l),
is given to each level depending on the number of tasks, N(l), and the total task runtime
of the level, RT (l):
"
 
#
RT (l)
N(l)
+ (1 − α) ·
,
ST (l) = ST (w) · α
N(w)
RT (w)
where N(w) is the number of the tasks in the workflow w, R(w) is the total runtime of
the workflow tasks (the time required to run all the workflow tasks sequentially) and
the parameter α is a coefficient used to adjust the portion of the slack time assigned
in each level. The parameter α takes values between 0 and 1. Values close to 0 can
be used to assign more slack time to levels with large runtime (total task runtime of
the level), while values close to 1 assign a larger portion of slack time to levels with a
large number of tasks. In this work, levels with many tasks are given a larger portion
of the slack time to avoid processing many tasks in parallel that would require a large
number of resources by setting α = 0.7, as in [156]. The sub-deadline of a task t is
given by:
DL(t) = LST (t) + RT (t) + ST (Level(t)),
where the latest start time of task t, LST (t), is determined by the sub-deadline of its
predecessors:

0,
LST (t) =
max

if Pred(t) = 0/
p∈Pred(t) DL(p),

otherwise.

where Pred(t) includes each predecessor p of the task t.
For each task sorted by deadline, the decision (line 5 of Algorithm 7) is made
so that VMs that impact energy consumption at the minimum are chosen, with VMs
on running hosts being preferred. In case two slots have the same effect on energy
consumption, the slot with the earliest start is preferred in order to minimise application
makespan if possible. Otherwise, the slot with the minimum cost is chosen so that
application cost is reduced. The last criterion in the decision making is that existing
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VMs are preferred so that new VMs are not switched on.
Same as before (in the case of SPSS-EB), a basic version of SPSS-ED was used.
This is the same as above, but the decision (line 5 in Algorithm 8) is made, as in [156],
without taking into account energy consumption; slots that minimise application cost
are preferred. If two VMs have the same monetary cost, existing VMs are preferred.
Otherwise, slots with earliest start are preferred.

5.6
5.6.1

Experimental Evaluation and Results
Methodology

The simulator described in Section 3.4 was used in order to deploy the model for
the energy consumption and develop the proposed algorithms. Static VM allocation
without migration is assumed for simplicity with hosts being powered on when a new
VM has to be switched on and there is no space in the active hosts. Each host is
assumed to be switched on when the execution of the first assigned task starts and it
is switched off when the last task running on it finishes. Single-core VMs were used
in the implementation so that only one task is running on it each time. One instance
type of VMs is used with CPU capacity of 1 MIPS and hourly price of $1. Hosts
are homogeneous with a capacity of 4 VMs. For the calculation of the consumed
energy, the parameters used in the experiments were based on [132]: Pmax = 255W ,
power for host booting-up Pboot = 218W and switching-off Pswitcho f f = 213W , while
it is assumed that 170 secs and 20 secs are needed to boot up and power off a host,
respectively. Idle power Pidle was considered equal to 60% of the peak power Pmax and
set equal to 153W . Data from three real scientific applications, namely LIGO which
accesses a significant amount of data with the most CPU-intensive jobs consuming
most of its total runtime, SIPHT with high CPU-intensive jobs and Montage which is
I/O intensive (see Section 3.3), were used in order to assess the performance of the
algorithms. Synthetic data based on information from real scenarios (see Section 3.4)
were used to create the ensemble of the workflows. An ensemble of 50 workflows was
generated for each of these applications. Each workflow had a fixed size of 100 tasks.
For the experiments, three values were used for each of the three constraints (deadline D in sec, budget B in $, energy E in kWh) to create a total of 9 scenarios. In each
case, the energy and budget or energy and deadline values represent requirements that
must be met by the algorithms. The values were chosen so that the constraints roughly
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Figure 5.3: Results for LIGO under energy and budget constraints.
vary the number of workflows to be completed from the ensembles between different
scenarios. The values used for each workflow were the following.

• LIGO
E is 12, 30 or 48 kWh, B is $114, 285 or 456 and D is 2573, 11579 or 20584
secs.
• SIPHT
E is 9, 23, 36 kWh, B: $83, 208, 332 and D: 7865, 35393, 62920 secs.
• Montage
E is 2, 5, or 8 kWh, B is $6, 15, or 24 and D is 139, 626, 1112 secs.
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Figure 5.4: Results for SIPHT under energy and budget constraints.
The values used in each scenario are shown on the x-axis in Figures 5.3-5.8. For example, in Figure 5.3, E:12 - B:114 represents the scenario in which the total energy
consumption should not exceed 12kWh and the total cost should be less than $114. In
Figures 5.3b and 5.3d these constraints are met. In the case of energy and deadline constraints, the 9 scenarios represent combinations of energy and deadline requirements to
be met. For example, in Figure 5.6, E:12 - D:2573 represents the scenario in which the
total energy consumption should be less than 12 kWh and the deadline is 2573 secs. In
Figures 5.6b and 5.6c these constraints are met.

Results for Energy-Budget Constraints The results for the performance of the algorithms for energy and budget constraints are presented in Figures 5.3, 5.4 and 5.5
for LIGO, SIPHT and Montage, respectively. When the constraints are tight a smaller
number of workflows is completed so that the energy and budget requirements of the
ensemble can be met. SPSS-EB reduces significantly the total energy consumption
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Figure 5.5: Results for MONTAGE under energy and budget constraints.
in comparison with the basic version. This can be explained by the fact that the total
makespan decreases while host utilisation is increased by using all the available VMs.
As more VMs in the host are used, the total cost incurred by the user is increased but
remains within the budget limits. In the case of LIGO, the reduction in energy consumption is larger than in SIPHT and Montage, as the makespan of the ensemble is
reduced more. This may be explained by the different characteristics and structure of
the applications. Overall, SPSS-EB increases host utilisation by exploiting all the VMs
of the host to execute tasks in parallel, reducing total makespan and energy consumption. On the other hand, the basic algorithm uses a smaller number of VMs to reduce
application cost resulting in longer makespans. However, it is less energy-efficient as
it has low host utilisation.

Results for Energy-Deadline Constraints In the case of energy and deadline constraints, SPSS-ED performs better than basic SPSS-ED as far as energy efficiency is
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Figure 5.6: Results for LIGO under energy and deadline constraints.

concerned (Figure 5.6b, 5.7b, 5.8b). In the case of LIGO (Figure 5.6), the makespan
of the ensemble is the same for both of the compared algorithms. Energy consumption
is reduced in the case of the SPSS-ED algorithm by increasing host utilisation and reducing the average number of hosts required over time. In the case of SIPHT (Figure
5.7), SPSS-ED exploits the spare time in order to reduce the average number of hosts
used. Higher utilisation of the hosts explains better the results. In the case of Montage
(Figure 5.8), SPSS-ED reduces the average number of hosts needed for the execution
of the workflows. However, the makespan of the ensemble is significantly increased,
as shown in Figure 5.8c, leading to low energy savings. The changes in the makespan
and the number of hosts used explain why the compared algorithms lead to similar
total application cost (Figure 5.8d).
With energy and budget constrained provisioning, a cost-based approach uses a
small number of resources so that all the VMs are fully utilised for the hours the user
is charged. On the other hand, in an energy-efficient approach, the planning is made
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Figure 5.7: Results for SIPHT under energy and deadline constraints.

so that the hosts utilise all their available VMs for the time they are required. In both
approaches, booting a large number of VMs to be used is avoided. Another interesting observation is that pricing schemes can be improved to strike a balance between
energy and cost, as high energy savings can be achieved at the expense of the higher
cost. In the case of energy and deadline provisioning, the parallelism of tasks can be
exploited to reduce the achieved makespan and meet the deadline. However, when it is
not required to execute a large number of tasks in parallel in order to meet the deadline,
the execution of some tasks can be serialised to avoid using a large number of VMs
and wasting energy when the hosts are not fully utilised. Assigning sub-deadlines
to tasks allows to make the resource planning so that energy consumption is reduced
without exceeding the deadline. Overall, the number of used resources is minimised
for each scenario based on the specified constraints, with strict deadlines requiring a
larger number to be provisioned. Hence, a deadline greatly affects the decision making by constraining the number of resources to be provisioned and the schedule of the
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Figure 5.8: Results for MONTAGE under energy and deadline constraints.

tasks to the resources as opposed to the case of energy-budget constrained provisioning, where the number of resources used is mainly affected by the considered criteria,
e.g. energy consumption and cost. As a result, the compared approaches under energy and deadline constrained provisioning achieve similar performance as opposed
to the energy-budget constrained provisioning where the compared approaches lead to
significantly different schedules. Also, workflow structures affect the number of hosts
required for the workflow execution in a different way. For example, in the case of
the energy-aware approach the structure of Montage enables the use of a significantly
lower number of hosts on average compared to the cost-aware approach. Planning
the provisioning of resources for the ensemble and not each workflow independently
allows better resource utilisation by filling idle slots with tasks of other workflows.
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Summary

This chapter considered the problem of resource planning under energy constraints for
workflow ensembles with budget or deadline requirements. The contribution is the
development of two algorithms, SPSS-EB and SPSS-ED, that take into account energy
consumption in the decision making to deal with energy constraints along with budget
or deadline constraints. The performance of the algorithms was evaluated based on
simulation. The results show that the proposed algorithms can achieve energy savings
when compared with the cost-based schemes, by reducing the average number of hosts
required over time and increasing host utilisation. Depending on the application, the
total cost incurred by the user may be increased when compared to the basic version,
but remains within the limits in the case of applications with budget constraints. Also,
the goal of maximising the number of completed workflows in the ensemble under the
given constraints is achieved.
The chapter that follows investigates the challenges in adopting frequency scaling
to achieve energy savings for scientific workflows and proposes an energy-efficient
algorithm that determines the frequencies to be used for the execution of the workflow
tasks.

Chapter 6
Energy-aware Frequency Selection for
Workflow Task Execution
6.1

Introduction

Power management techniques such as DVFS described in Section 2.3.4, are used in
modern computing systems to minimise power consumption by decreasing the processor frequency. Frequency scaling may be used to achieve higher energy savings.
However, this is not always the case as frequency scaling may also lead to increased
execution time. As a result, idle time on the processors, the period the processors are
not used, may increase for large-scale computational problems, and particularly scientific workflows due to data dependency constraints, to such a degree that any gains in
power are annulled; this depends on the system and workflow characteristics.
This chapter proposes a scheduling algorithm to select the frequencies to be used
for the execution of the workflow tasks. The proposed algorithm adopts frequency scaling to reduce overall energy consumption of scientific workflows given an allocation of
the workflow tasks onto a number of available resources and a deadline for the workflow completion. Based on the observation that using the lowest possible frequency
may not necessarily be energy-efficient, the proposed algorithm works iteratively to
scale the frequency used for the execution of each task further and distribute any slack
time, only when overall energy consumption can be decreased.
The remainder of this chapter is structured as follows. Section 6.2 describes the
problem and challenges that arise on using frequency scaling for scientific workflows
and related work. Section 6.3 provides information on the cloud computing and application model assumed. Section 6.4 describes the proposed scheduling algorithm, while
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Section 6.5 includes the experimental evaluation and results obtained. Finally, Section
6.6. concludes the chapter.
Part of this chapter has been published at the 3rd International Workshop on Poweraware Algorithms, Systems and Architectures held in conjunction with the 43rd International Conference on Parallel Processing [187].

6.2

Problem Description

Energy efficiency is an issue of increasing interest in modern computing systems, such
as clouds and clusters, mainly due to the increased operating costs and the impact on
the environment (see Section 2.2.4). Modern processors include features for power
management with DVFS capabilities being commonly used to reduce the processor
frequency and achieve power savings. Processors can operate on a discrete number
of frequency states (speeds), each corresponding to a respective voltage level [9]. As
mentioned earlier in Section 2.3.4, lowering the CPU frequency leads to lower power
consumption, but this is not always the case for energy consumption. This is because
running an application at a lower CPU frequency may lead to increased execution time.
Note that energy consumption is the product of power consumption and time; hence,
energy consumption may increase when the cost of additional execution time exceeds
the savings in power.
The problem of energy-aware scheduling for scientific workflows has received lots
of interest with power and performance management algorithms adopting DVFS in
order to achieve a power-performance trade-off. The body of work can be found in
Section 3.2.3. Data dependencies between the tasks create constraints on scheduling
and may limit the energy gain of deploying DVFS techniques, with frequency scaling
potentially impacting workflow execution time. Although reduction in CPU frequency
may lead to lower power consumption, longer execution time may result in increased
energy consumption due to the energy spent while the processors are idle [72]. To
reduce overall energy consumption the power consumed by the processors while idle
has to be considered [172]. In some cases, running the application using a higher
frequency may result in shorter execution time (makespan) and lower energy [81].
This chapter addresses the problem of energy-aware task scheduling of deadlineconstrained workflows improving the schedule of the workflow tasks by using frequency scaling to determine the operating frequency to be assigned for individual task
execution. The motivation of this work is based on the observation that using the
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lowest possible frequency may not always require the least energy for the workflow
execution. Based on the system and application characteristics it can be determined
whether further reduction in frequency brings energy savings. The work focuses on
heterogeneous resources with different task runtime and frequency capabilities. Given
an initial schedule that maps the tasks of the workflow to a number of available resources, the algorithm determines the processor frequency to be used for the execution
of each task statically taking into account its slack time (the additional time the execution of a task can be stretched without exceeding the deadline), to ensure that the
workflow is completed within the deadline. To do so, the algorithm works iteratively to
gradually scale the processor frequency used for individual task execution for as long
as overall energy savings are increased. In each iteration, the next available frequency
mode for each processor is used as a lower bound to scale the frequency of the tasks
while assessing the overall impact on workflow execution. The proposed algorithm
can be used to select the frequencies to be configured for the execution of each task
(per-task frequency selection) and achieve energy-efficient resource provisioning.
The work in this chapter is closely related to slack reclamation algorithms (see
Section 3.2.3) for workflows with deadlines longer than the execution time of the initial schedule, such as for example in [105, 126, 190]. The most related work can be
found in [105], where a scheduling algorithm is proposed to distribute the slack time
globally and achieve energy savings by trying to use a uniform frequency for noncritical nearby tasks that run on the same processor. However, each task runs using
the lowest possible frequency depending on the allocated slack time to ensure that the
deadline is met. As opposed to related work, the proposed algorithm does not adopt
the common assumption of existing work to lower the CPU frequency as much as possible, but as mentioned earlier, overall energy consumption is taken into account in
the decision making to achieve a trade-off between energy consumption and execution
time based on the observation that using the lowest possible frequency may not always
be energy-efficient [172, 81]. In some cases, scaling the frequency may lead to performance degradation and increased idle time due to data dependency constraints. In
other scenarios, the decrease in power consumption may be lower than the increase in
the execution time of the tasks. As a result, energy savings may be limited for workflows (DAGs) due to the impact of frequency scaling on execution time. The proposed
algorithm can be applied for systems with different power characteristics and determine how frequency scaling can be energy-efficient for the whole workflow. The time
complexity of the proposed polynomial time algorithm to determine energy-efficient
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CPU configurations is mainly influenced by the number of the workflow tasks n and
the number of available CPU frequency modes fmodes , O( fmodes · n2 ). Exploring the
space of different CPU frequencies (iteratively) adds complexity compared with the
approach in [105], that calculates the optimal CPU frequency for each task mathematically.

6.3

Model and Assumptions

In the problem considered, the user submits a workflow for execution specifying a
deadline constraint for the workflow completion. An initial schedule of the workflow
tasks onto a number of heterogeneous resources is built; this also takes into account
data communication between tasks. The initial task schedule is derived assuming that
each processor operates at its maximum processor frequency. After the assignment
of slots to the tasks, the processor frequency assigned for the execution of each task
can be individually scaled taking into account its slack time with the aim to provide
a new schedule that requires overall less energy consumption and does not exceed the
deadline.
Application Model The work focuses on scientific workflows to be executed within
a deadline. The runtime of a task is linearly related to the processor’s operating frequency. Given the runtime of a task t when the processor operates at the maximum
frequency fmax , the runtime of the task at a lower frequency f is computed based on
Equation 4.6. Task runtime is given in secs. As mentioned in Section 4.6, the slowdown of a job due to frequency scaling may vary depending on its CPU-boundedness.
Parameter β in Equation 4.6, the impact of frequency scaling on the execution time of
the job, may range between 0 and 1. Values close to 1 correspond to CPU-intensive
applications, while values close to 0 show that frequency does not affect job execution
time. It is assumed that communication time required for the data transfer between the
tasks is not sensitive to frequency scaling, being a non-CPU activity [72].
Cloud Resources Model The work focuses on static scheduling on heterogeneous
resources with different capabilities in terms of MIPS and operating frequency states
and which can be provisioned on demand. The processor operates at its lowest frequency in idle state when no task has been assigned to it. Transition overhead between different frequencies is not considered, as the frequencies are assigned to the
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1

r1
r2

2

3

Figure 6.1: A schedule of dependent tasks onto resources.
tasks statically and the transition takes negligible time compared with the job runtimes
[105, 71].
Energy Model The power consumption, Pf , of each processor operating at frequency f is computed using the cubic model of Equation 4.9 derived in [183]. The
power is given in Watts and frequency in MHz. In idle state a processor r operates at
its lowest frequency consuming idle power, Pidler . The processors (resources) are assumed to be switched on for the whole period of the scheduling (plan). The overall energy consumption required for the execution of workflow w includes both the dynamic
energy required to execute each workflow task t operating at the assigned frequency ft
and the energy spent when the processors are idle (Tidler ), given in Equation 6.1:
E=

∑ Pft · runtimet ft + ∑

∀t∈w

Pidler · Tidler .

(6.1)

∀r∈plan

Motivation As mentioned earlier, energy savings may be achieved by reducing the
frequency assigned to a job (task). In order to evaluate the potential energy savings
from a reduction in frequency, the impact on job execution time, the obtained power
savings and the energy spent while the processors are idle need to be considered [72].
A processor is considered to be idle when no task is assigned to it. As mentioned
earlier, a task is ready for execution after the data transfer from its predecessors has
finished (see Section 3.2). Data dependencies may limit the parallelism in the execution of the tasks. As a result, the available processors may not be fully utilised for the
whole scheduling period. To illustrate this, a schedule of three workflow tasks, numbered 1 to 3, running on two resources, r1 and r2, is shown in Figure 6.1. The arrows
represent the data dependencies between the tasks. It can be seen that r2 has an idle
slot between the execution of tasks 2 and 3. This is due to the data transfer required
from task 1 to task 3.
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Pfcur
←−−− runtime fcur

Pidle
−−−→←−− timeidle −−→
Pf
←−−−−−−−−−−−−− runtime f −−−−−−−−−−−−−→
Figure 6.2: Job execution in different frequencies.

Figure 6.2 presents the two different scenarios of running a job using the currently
assigned frequency fcur and a lower frequency f , respectively to exploit the slack time
if needed and utilise the idle periods. In the first scenario of using the currently assigned frequency fcur , the execution of the job finishes earlier and the processor remains idle for the remaining period. As a result, the processor consumes active state
power Pfcur for the time required to run the job at the higher frequency, runtime fcur , and
idle power, Pidle , for the remaining idle period. The energy spent when the task runs
at processor frequency fcur with the processor operating at idle state for the remaining
time in the observed period is given by:
E fcur = Pfcur · runtime fcur + Pidle · (runtime f − runtime fcur ).

(6.2)

In the second scenario of using a lower frequency f , the execution of the job may take
longer, consuming power Pf for the compared period, runtime f . In this case (when
running the task using the lower frequency f ), the energy required is given by:
E f = Pf · runtime f .

(6.3)

Comparing the energy required in the two scheduling scenarios can be helpful in order
to evaluate the benefits from using frequency scaling. When the savings in power
exceed the increase in execution time, energy savings may be achieved. Both dynamic
and static (idle) energy need to be taken into account. By comparing Equations 6.2
and 6.3, using a lower frequency f may lead to lower energy consumption (E f < E fcur )
P −Pidle
· runtime fcur . Hence, frequency scaling may lead to energy
when runtime f < Pfcur
f −Pidle
runtime

∆P

f , fcur
savings when runtime f f < 1 + Pf −P
, where ∆Pf , fcur = Pfcur − Pf is the difference in
idle
cur
power consumption between the two scheduling scenarios.

Note that switching processors on/off can also be considered in the decision making. To do so, the time overhead and energy required for switching the processor on/off
need to be modelled. The energy spent when running the job at processor frequency
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Figure 6.3: Performance at different frequencies.

fcur and switching the processor off after the completion of the job is given by:
E f ,on/o f f = Pfcur · runtime fcur + switching cost,

(6.4)

where switching cost is the energy required to switch the processor off and on. When
the energy for processor switching on/off, switching cost, is smaller than idle energy,
Pidle · (runtime f − runtime fcur ), switching the processor off may lead to energy savings. This option can only be selected when idle time exceeds the time overhead from
switching the processor off and back on. For simplicity, the proposed approach does
not consider the case of processor switching on/off.
Figure 6.3 shows the execution of a job at a range of different frequencies using the
power model in [183]. Job energy consumption includes the dynamic energy required
to run the job at each operating frequency, while overall energy additionally includes
the idle energy consumed within the observed time interval (assuming idle power to be
equal to 60% of the peak power at maximum frequency). The observed time interval is
set equal to the job runtime at minimum frequency. These two scenarios could correspond to the following cases; running the job using the frequency shown on the x-axis
with (a) the processor operating for the time required to run the job at this frequency
(only dynamic power is considered; for example, overall workflow makespan changes
for different frequencies); and (b) the processor remains switched on for the remaining
period (idle time is also considered; for example, overall workflow makespan is not affected from the reduction in task execution time). The obtained power savings and the
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impact on execution time are also included. For simplicity, a linear relation between
job execution time and frequency is assumed with the parameter β being equal to 1.
All the values are normalised to those at the maximum operating frequency.
It can be seen that although power consumption is reduced for lower frequencies,
job energy consumption, which is equal to the product of power and execution time,
may increase, as execution time increases. However, idle time needs to be considered to assess the impact on overall energy consumption, as utilising idle slots in the
schedule may lead to increased energy savings. Overall energy consumption in the
considered time interval is reduced by utilising the idle time.
In other cases, an increase in execution time may lead to increased idle time (larger
gaps in the schedule between the execution of tasks) due to data dependency constraints. As idle energy may be significant, overall energy consumption may increase.
Hence, a trade-off between the power savings and the increase in execution time from
the reduction in frequency can be achieved taking into account overall energy consumption in the decision making in order to achieve energy savings. Both system and
application characteristics, such as the power savings from frequency scaling, the idle
to active state power consumption ratio and the impact of frequency scaling on application performance, need to be considered to investigate whether frequency scaling
may potentially lead to overall energy savings [72, 172].

6.4

Algorithm Description

The proposed algorithm, Energy-aware Stepwise Frequency Scaling (ESFS), applies
frequency scaling to reduce overall energy consumption of scientific workflows based
on an allocation of tasks onto a number of available resources and a deadline constraint.
Before ESFS is invoked, an initial schedule is built. The procedure to generate the
initial schedule and the invocation of ESFS to apply frequency scaling is described.
Initial Task Scheduling Firstly, an initial plan to schedule the tasks to the available processors is made using the HEFT algorithm (see Section 3.2.2). The slot with
the earliest finish time between the available slots of the heterogeneous resources is
assigned to each task (which are sorted in HEFT using upwards function ranking), taking into account data communication constraints. Communication cost between tasks
running on the same processor is considered 0, while the communication cost from a
task t to a task c running on different processors depends on the size of the data to be
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transferred and the provided bandwidth:
commCostt→c =

∑ dataSizet→c
,
bandwidth

(6.5)

where dataSizet→c is the total data size of the files transferred from task t to task c in
GB and bandwidth is the provided bandwidth in Gbps. Each task t is assigned to an
initial slot [startTimet , f inishTimet ]. The duration of the slot, runtimet , depends on the
assigned processor r assuming that the processor operates at its maximum frequency,
fmaxr .
Energy-aware Stepwise Frequency Scaling Algorithm - ESFS After the initial
assignment of slots (initial plan), the ESFS algorithm (Algorithm 9) works iteratively
to scale the assigned frequencies gradually and distribute the slack time to the tasks in
an energy-efficient way. To do so, a counter, curMode, is used to set a lower bound
in each iteration for the operating frequency to be assigned for the execution of each
task. This also allows to deal with the heterogeneity of resources, as processors may
operate at different frequencies and number of frequency states (frequencies), f modes.
Initially, all the processors run at their maximum frequency (line 2). In each iteration
the next available mode (line 5), which corresponds to the next lower frequency of
each processor, is used as a bound. This is done until the frequency mode is equal
to 0, which corresponds to the minimum available frequency for all the processors.
When a processor does not include lower frequency states, the minimum processor
frequency, fminr , is used as a bound for the tasks assigned to it in order to deal with the
heterogeneity of the resources. It is noted that exhaustive search of task and frequency
combinations could potentially be improved through a better sampling of the search
space, for example by using the bi-directional search.
When the deadline is longer than the makespan of the initial plan, frequency scaling
may result in long execution time which may not be energy-efficient. However, idle
slots on the processors can be utilised without affecting the workflow execution time.
In this case, further reduction in frequency may lead to higher energy savings. To avoid
increasing execution time when it is not energy-efficient, yet better utilise idle time,
the algorithm works in two phases. In phase 1 frequency scaling is applied as long
as overall energy consumption decreases in order to generate an energy-aware plan
that meets the user deadline. Then, the algorithm continues with phase 2 to reduce
the frequency further when higher energy savings can be achieved without affecting
the workflow execution time. To do so, the deadline in phase 2 is set equal to the
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Algorithm 9 Energy-aware Stepwise Frequency Scaling Algorithm - ESFS.
Require: w: workflow, curPlan: HEFT plan, deadline: user deadline
Ensure: Apply DVFS to reduce energy consumption
1: procedure DVFS(w, curPlan, deadline)
2:
curMode = maxMode, phase = 1 and newPlan = curPlan
. maxMode = maxr f modesr − 1, corresponding to fmaxr in each processor r
3:
while curMode > 0 do
. 0 in the case of fminr for each r
4:
energyCurrent = getCurrentEnergy(curPlan);
. compute the energy required for the current plan
5:
curMode − −
. check for next frequency mode
6:
energySortedTasks = ∀t ∈ w
. list of tasks to apply DVFS
7:
while energySortedTasks not empty do
8:
getSlackTimes(newPlan, deadline)
9:
for t ∈ w do
10:
energyGaint = getEnergyGain(t, slackTimet )
. compute the energy gain for each task
11:
end for
12:
energySortedTasks = ∀t ∈ w with energyGaint > threshold
. threshold in energy gain to apply DVFS
13:
Sort the tasks in the list in descending order by energy gain
14:
Remove the first task, t, from the list
15:
Set f = min fi ∈ [max( fcurModer , fminr ), ft ) with runtimet fi < slotGap,
where slotGap = runtimet ft + slackTimet
16:
Update task runtime using Equation 4.6 and finish time for ft = f
17:
newPlan: Update the slots of the tasks in the new plan
18:
end while
19:
energyNew = getCurrentEnergy(newPlan);
. compute the energy required for the new plan
20:
if energyNew >= energyCurrent && phase == 1 then
. Reduction in frequency doesn’t bring energy gain
21:
Reject newPlan and return to the previous mode: curMode + +
22:
Set deadline = makespancurPlan and phase = 2
. the loop continues with phase 2
23:
else
24:
Accept plan (curPlan = newPlan)
25:
end if
26:
end while
27: end procedure

makespan of the current accepted plan (line 22 in Algorithm 9).
In more detail, the procedure that takes place in each iteration is the following: The
energy consumption of the current plan, energyCurrent, is computed using the energy
model described in Equation 6.1 for the whole period (makespan) of the plan, curPlan
(line 4). The next frequency mode is used for each processor to check whether further
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frequency scaling can be used to reduce overall energy consumption (line 5). To do
so, the slack time of each task, slackTimet , which indicates the maximum value that
can be added to the task execution time without exceeding the deadline (see Section
3.2.3), is computed recursively by an upwards function (line 8) using Equation 3.4.
The communication cost, commCostt→s , from a task t to a successor s is considered 0
when the tasks are assigned to the same processor.
Taking into account the slack time of each task, its energy gain (line 10) from the
transition to a lower frequency (if any) can be computed in the following way: Firstly,
the time the task can run without exceeding the deadline, slotGap, is computed as the
sum of its current execution time and slack time in order to find the lowest frequency f
in the iteration that can be applied for the task so that the deadline is not exceeded. The
idea is that when operating the processor at higher frequency fcur with the execution
time of the task given by runtime fcur , the processor remains idle for the slack time of
the task. These idle periods of the processor can be exploited to stretch the execution
of the task if needed and lower the assigned frequency to achieve energy gain. When
the processor operates at the lower frequency f , the runtime of the task is equal to
runtime f . The transition to a lower frequency may lead to an energy gain from the
difference between the energy consumption in the two cases (see Section 6.3). The
energy gain for a task when scaling the processor frequency fcur to a lower frequency
f is computed as:
(E fcur − E f )
,
(6.6)
energyGain =
E fcur
where E fcur is the energy spent when the task runs at processor frequency fcur with the
processor operating at idle state for the remaining time (Equation 6.2) and E f is the
energy required when the task runs using the lower frequency f (Equation 6.3).
The tasks with energy gain, energyGaint , which is larger than a given threshold are
ordered in descending order and the most energy promising task is removed from the
list to apply frequency scaling (line 15). The slot of the task is then updated (line 16).
As start time of the successors of the tasks may be affected (in case the execution of
the task required more than its available spare time), the slots of the remaining tasks
are updated and the new plan, newPlan, is provided (line 17). Lines 8-17 are repeated
to update the list with the candidate tasks for frequency scaling until there is no other
task in the list for the current frequency bound.
In the end of each iteration the energy consumption of the plan is computed (line 19)
and used to determine if overall energy consumption decreases with the transition to
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Figure 6.4: The DAG used in the example.

a lower frequency mode. If energy savings are achieved, the current plan is accepted
(line 24) and the procedure continues to the next iteration. Otherwise, when the transition that may result in longer execution time (makespan) does not bring energy savings,
the plan is not accepted and the algorithm continues to phase 2 (line 20). In this case,
the deadline is set equal to the makespan of the current plan (line 22) and the loop
continues with the current mode. The procedure described earlier (for phase 1) is followed until the lowest mode (equal to 0) is reached so that higher energy savings can
be achieved.
Example An example with three different scheduling approaches, using the DAG
shown in Figure 6.4, is described to demonstrate the motivation of this work and explain how the algorithm works. Each node is annotated with the id of the task and its
size in Millions Instructions: task id (task size). The three scheduling scenarios are
shown in Figures 6.5a, 6.5b and 6.5c and correspond to: (a) the initial plan of HEFT;
(b) the modified schedule when the processors operate at the minimum frequency, and;
(c) the schedule developed using the ESFS algorithm, respectively. In each case, the
assignment of the tasks in Figure 6.5 shows the start and finish time of the assigned slot
and the operating frequency to be used for the execution of the task as: task id (start
time - finish time, operating frequency). For simplicity, two homogeneous processors
of 1 MIPS and five operating modes in steps of 200 MHz in the range of 1800-2600
MHz are used. The communication time is considered to be 0 and β is equal to 1 for
all the tasks. The parameters of the power model used to compute the maximum power
consumption at each frequency state in Equation 4.9 are obtained by [183], while Pidle
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processor r0
processor r1
0 (0.0-1300.0 sec, 2600 MHz)
2 (1300.0-2600.0 sec, 2600 MHz) 1 (1300.0-2200.0 sec, 2600 MHz)
4 (2600.0-3800.0 sec, 2600 MHz) 3 (2200.0-2900.0 sec, 2600 MHz)
5 (3800.0-4800.0 sec, 2600 MHz) 6 (2900.0-4000.0 sec, 2600 MHz)
7 (4800.0-6100.0 sec, 2600 MHz)
makespan: 6100 secs
energy: 0.65 kWhs
(a) Initial schedule.
processor r0
processor r1
0 (0.0-1877.8, 1800)
2 (1877.8-3755.6 sec, 1800 MHz) 1 (1877.8-3177.8 sec, 1800 MHz)
4 (3755.6-5488.9 sec, 1800 MHz) 3 (3177.8-4188.9 sec, 1800 MHz)
5 (5488.9-6933.3 sec, 1800 MHz) 6 (4188.9-5777.8 sec, 1800 MHz)
7 (6933.3-8811.1 sec, 1800 MHz)
makespan:8811.1 secs
energy:0.74 kWhs
(b) Processor operating at lowest frequency.
processor r0
processor r1
0 (0.0-1408.3 sec, 2400 MHz)
2 (1408.3-2816.7 sec, 2400 MHz) 1 (1408.3-2708.3 sec, 1800 MHz)
4 (2816.7-4116.7 sec, 2400 MHz) 3 (2708.3-3719.4 sec, 1800 MHz)
5 (4116.7-5200.0 sec, 2400 MHz) 6 (3719.4-5149.4 sec, 2000 MHz)
7 (5200-6608.3 sec, 2400 MHz)
makespan:6608.3 secs
energy:0.63 kWhs
(c) ESFS schedule.

Figure 6.5: Different scheduling approaches.

is set equal to 60% of the power Pfmax consumed at the maximum frequency of each
processor. The deadline is set equal to 1.5 times the initial makespan obtained by
HEFT, MHEFT .
Initially the schedule using HEFT is provided to map the tasks to the processors,
assuming that each processor operates at its maximum frequency; this assignment is
shown in Figure 6.5a. Based on the initial plan, a schedule with the processors operating at the lowest frequency is made and presented in Figure 6.5b. It can be noted
that operating the processors at the minimum available frequency f = 1800 MHz to
execute all the tasks leads to a longer schedule that requires more energy compared to
the initial plan.
Although using a lower frequency leads to lower power consumption, the energy
required for the whole period of the scheduling plan increases, due to the increased
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workflow execution time and the occurrence of idle slots due to data dependency constraints. The schedule using the proposed algorithm, ESFS, is presented in Figure 6.5c.
The algorithm scales the frequency of the tasks so that overall energy decreases. More
specifically, during phase 1 the frequency assigned for the execution of each task is
scaled to the next lower frequency to exploit slack time. The plan with the processors
operating at 2400 MHz is accepted as overall energy consumption decreases. In the
next iteration, the next frequency mode corresponding to 2200 MHz is used as a lower
bound and lines 8-17 are repeated to compute the energy gain of each task in the list
and reduce the assigned frequency to exploit the slack time. However, the transition
to a lower frequency (2200 MHz) leads to increased energy consumption due to the
increase in the workflow execution time. As reducing the frequency further does not
lead to higher energy savings, the new plan is rejected. The deadline is set equal to
the current makespan and the algorithm continues with phase 2. During this phase,
the frequency assigned for the execution of tasks 1, 3 and 6 is further reduced, as by
doing so utilisation is increased resulting in an overall energy gain without increasing
the makespan further.
Overall, the schedule from the deployment of the ESFS algorithm, shown in Figure
6.5c, results in smaller energy consumption at the cost of longer execution time, when
compared with the initial schedule in Figure 6.5a. However, the workflow is completed within the deadline, while performance degradation is controlled when energy
efficiency is not improved.

6.5

Experimental Evaluation and Results

In this section, the proposed scheduling algorithm is compared and evaluated using the
Enhanced Energy-Efficient Scheduling (EES) algorithm developed in [105, 217]. The
application and system characteristics used in the evaluation are described next.

fmode
0
Slow
Fast 1800

1
1800
2000

2
3
2000 2200
2200 2400

4
2400
2600

Table 6.1: Frequency capabilities of each processor type.
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Methodology The proposed algorithm was implemented and evaluated using the
simulator presented in Section 3.4, incorporating the power model used and different operating frequencies for the execution of each task. Two types of heterogeneous
resources, referred to here as Slow and Fast, are used in the evaluation assuming 1.00
and 1.20 MIPS, respectively in the calculation of the execution time of the tasks when
the processor operates at its maximum frequency. Each resource corresponds to onecore VM, while the frequencies (in MHz) that correspond to each frequency mode
are shown in Table 6.1. The power model described in Equation 4.9 is used with
Pbase = 152W , Pdi f = 15.39 and fbase = 1000MHz, like in [183]. Idle power, Pidle ,
is assumed to be about 60% of the peak power Pfmax based on [81, 183, 118] and set
equal to 117 and 129 W for the Slow and Fast type, respectively. A threshold of 0.01%
was used in line 12 of Algorithm 9 so that frequency scaling is applied only to tasks
for which scaling brings an energy gain for the task. In general, different values of
the threshold may be used to achieve a trade-off between execution time and energy
savings. Finally, for the calculation of the communication costs a network of 1 Gbps
is assumed.
Data from LIGO, SIPHT and Montage were used in the experiments. Synthetic
data based on information from real scenarios (see Section 3.4) is used to create a
workflow of 1000 tasks for each scientific application. For simplicity, it is assumed that
β is equal to 1 for all of the jobs (tasks), a conservative approach when the parameter
is not known before scheduling [71]. Additionally, scenarios for applications with
different CPU-boundedness characteristics are also examined, setting β equal to the
mean CPU utilisation of each application (0.4, 0.8 and 0.36 for LIGO, SIPHT and
Montage, respectively). In order to evaluate the performance of the algorithm for tight
and long deadlines, two values for the user deadline are used: 1.2 and 1.5 times the
makespan obtained using HEFT, MHEFT .
Also, a different number of available resources (5 to 35) is used in each experiment
to schedule the tasks to the processors and evaluate the performance of the algorithm
under different resource utilisation scenarios. The total number of resources used for
the workflow scheduling is shown on the x-axis in the graphs. In each scenario the
same number of resources was used for each processor type. In the case of an odd
total number of resources an extra Fast resource is used. For example, in the case
of 30 available resources, 15 resources of each type, Slow and Fast, are used, while
in the case of 35 available resources, 17 Slow resources and 18 Fast resources are
used. The y-axis includes the results for the total energy consumption given in kWhs,
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Figure 6.6: LIGO workflow with 1000 tasks and deadline equal to 1.20·MHEFT .
the achieved makespan in secs and utilisation, computed as the percentage of the total
time required for the execution of the tasks to the total time the processors are switched
on. Each processor is switched on for a period equal to the makespan.

6.6

Results

The performance of the proposed algorithm is compared with the performance of the
EES algorithm [105] in terms of overall energy consumption, achieved makespan and
utilisation. The initial schedule obtained from HEFT is used as a baseline, with each
processor operating at its maximum frequency while active and transiting to idle state
when no task has been assigned to it. The results are shown in Figures 6.6-6.8 and
6.9-6.11 for LIGO, SIPHT and Montage when the deadline is set equal to 1.2 and 1.5
times the makespan of the initial plan, respectively. Additionally, Figures 6.12-6.14
show the results for applications with varying β. The plots showing makespan also
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Figure 6.7: SIPHT workflow with 1000 tasks and deadline equal to 1.20·MHEFT .

include the deadline on the top of the HEFT bar.
When the deadline constraint is strict (1.2 MHEFT ), as shown in Figures 6.6-6.8,
the proposed algorithm, ESFS, results in smaller energy consumption when compared

LIGO

SIPHT

Montage

HEFT
ESFS
EES
HEFT
ESFS
EES
HEFT
ESFS
EES

5
12.266
12.170
12.449
0.633
0.631
0.649
9.376
9.308
9.517

10
12.170
12.040
12.295
0.682
0.677
0.705
9.370
9.225
9.435

15
12.268
12.126
12.431
0.734
0.727
0.772
9.581
9.347
9.668

Hosts
20
12.280
12.083
12.412
0.782
0.775
0.824
9.580
9.369
9.677

25
12.365
12.149
12.542
0.837
0.826
0.905
9.890
9.637
9.990

30
12.309
12.128
12.465
0.891
0.875
0.949
10.105
9.622
10.108

35
12.361
12.164
12.531
0.938
0.925
1.009
9.708
9.512
9.861

Table 6.2: Energy consumption (kWh) for deadline equal to 1.20·MHEFT .
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Figure 6.8: Montage workflow with 1000 tasks and deadline equal to 1.20·MHEFT .

with EES. This is because the algorithm takes overall energy consumption into account
to scale the frequency of the tasks and exploits the slack time to stretch the execution
time of the workflow only when higher energy savings are achieved. When frequency
reduction does not result in higher energy savings the algorithm continues to phase 2
scaling the frequency of the tasks so that makespan is not increased. Reducing the
operating frequency for a task may create idle slots in other processors due to data
dependencies between the tasks, which may lead to lower utilisation. Additionally, as
processors operate at a discrete and/or limited number of available frequency states,
slack time may not be fully utilised and idle time may be substantial. This means
that operating the processor at a lower frequency may be energy consuming, as idle
power is still significant in current systems [118]. The results for energy consumption
obtained using the different approaches can also be seen in Table 6.2. The achieved
makespan and utilisation explain better the results, with workflow execution time being
smaller in the case of ESFS. In scenarios with lower utilisation (using a large number
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Figure 6.9: LIGO workflow with 1000 tasks and deadline equal to 1.50·MHEFT .

of hosts), ESFS achieves higher energy savings compared with EES. The impact of
frequency scaling on execution time may lead to lower energy savings, with the cost in
idle energy exceeding the energy gain from the tasks. In this case, the idle time of the
processors can be exploited to scale the frequency without affecting the deadline.
For the long deadline (1.5 MHEFT , Figures 6.9-6.11), the difference in energy consumption between the two algorithms is larger. EES takes into account the slack time
to distribute it effectively to the nearby tasks resulting in increased makespan, which
may also lead to increased idle time. Depending on the structure of the workflow
and the nature of the data dependencies between the tasks, idle time may also result in
lower resource utilisation. ESFS keeps the makespan smaller considering the impact of
workflow execution time on the overall energy consumption. The algorithm achieves
increased utilisation, keeping the plan that leads to energy savings. For all the three
applications used, ESFS is less sensitive to the change in the specified deadline compared with the baseline algorithm EES. This is because, in the considered scenarios
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Figure 6.10: SIPHT workflow with 1000 tasks and deadline equal to 1.50·MHEFT .
even a small reduction in frequency leads to increased execution time that exceeds the
achieved power savings.
Figures 6.12-6.14 show the results for scenarios with varying β and the long deadline (1.5 MHEFT ). As the increase in execution time is smaller compared with the case
of β = 1, frequency scaling can lead to higher energy savings. However, using the
lowest possible frequency does not bring higher energy savings. As a result, ESFS
shows better performance compared with EES. Also, it can be seen that the impact
of frequency scaling on execution time and energy consumption is more profound in
SIPHT (Figure 6.13) which is CPU-intensive (β = 0.8).
Overall, energy savings may differ for different workflows and number of available
hosts. The workflow structure and characteristics, such as the CPU-boundedness of the
jobs, affect the utilisation of the running processors. As a result, the cost on workflow
execution time required to achieve higher utilisation and/or energy savings may differ.
ESFS controls performance degradation in scenarios where energy consumption does
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Figure 6.11: Montage workflow with 1000 tasks and deadline equal to 1.50·MHEFT .

not decrease with the reduction in frequency. As a result, ESFS is not so sensitive to
deadlines and does not necessarily utilise all the slack to a deadline as this does not
always lead to the smallest energy consumption.
Scaling each task’s operating frequency does not necessarily bring energy savings.
This is mainly due to the energy consumed when a processor is in idle state due to data
dependencies and the limited number of frequency states of the processors creating
constraints on slack time utilisation. Workflow and processor characteristics also need
to be considered to determine whether further reductions in frequency bring overall
energy savings. For high values of β (CPU-bound applications) reducing the frequency
may lead to increased execution time and lower utilisation, which leads to overall
increased energy consumption. In this case using higher frequencies to run the tasks
and set the processors to idle state for the remaining time may be required. In scenarios
with lower values of β (less CPU-bound applications), frequency scaling may lead to
lower energy consumption and increased utilisation of resources. This also explains
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Figure 6.12: LIGO workflow with 1000 tasks, β = 0.4 and deadline equal to
1.50·MHEFT .
the higher energy savings achieved for varied values of β compared to the conservative
approach of β = 1. Thus, determining a frequency for each task largely depends on
the workflow structure and its characteristics as well as the system characteristics; the
advantage of the proposed algorithm is that it tries to exploit all of these.

6.7

Summary

This chapter considered the problem of energy-aware task scheduling for scientific
workflows under a given deadline. The contribution of this chapter is the development
of a frequency selection algorithm that uses frequency scaling to determine the operating CPU frequency for each workflow task and reduce overall energy consumption.
The proposed algorithm, ESFS, works iteratively to distribute the slack time between
the tasks and scale the frequency gradually, taking into account how overall energy

154

CHAPTER 6. FREQUENCY SELECTION PER TASK

14

60000

HEFT
ESFS
EES

12

50000

Makespan (sec)

Energy (kWhs)

10
8
6
4

40000
30000
20000
10000

2
0

Deadline
HEFT
ESFS
EES

5

10

15

20

25

Hosts

30

0

35

5

10

(a) Energy

15

20

Hosts

25

30

35

(b) Makespan
HEFT
ESFS
EES

1

Utilisation

0.8

0.6

0.4

0.2

0
5

10

15

20

25

30

35

Hosts

(c) Utilisation

Figure 6.13: SIPHT workflow with 1000 tasks, β = 0.8 and deadline equal to
1.50·MHEFT .

consumption changes with the reduction in frequency. The performance of the algorithm was evaluated using simulation. The results show that the algorithm can strike
a good balance between energy consumption and execution time. Depending on the
workflow and system characteristics, different operating frequencies may be required
for the workflow execution in order to increase energy efficiency. For example, CPUintensive jobs are more sensitive to frequency scaling and higher frequencies may be
required. On the other hand, less CPU-bound applications (lower values of β) may
benefit more from using frequency scaling, as lower CPU frequencies result in energy
efficient configurations without significantly impacting execution time. Finally, energy
savings may be higher for schedules with lower utilisation, such as the case for a large
number of resources, as idle time may be better utilised.
The chapter that follows addresses the problem of cost-efficient provisioning for
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Figure 6.14: Montage workflow with 1000 tasks, β = 0.36 and deadline equal to
1.50·MHEFT .
scientific workflows from the perspective of the user, proposing two frequency selection algorithms to determine the frequencies to be provisioned for each resource. In
contrast to Chapter 6 that determines per task frequency configurations to minimise energy consumption, the chapter that follows develops approaches to select per resource
frequency configurations to minimise the overall user cost.

Chapter 7
Cost-aware Frequency Selection of
Resources for Scientific Workflows
7.1

Introduction

In the previous chapter an algorithm to select the CPU frequency to be used for the execution of each task was proposed with the aim to achieve energy savings, an important
goal from the provider’s perspective. In practice, users may need to select the frequency to be used for each resource (or core), as cloud providers now offer resources
as combinations of CPU frequencies and prices. Faster resources (which operate at
higher frequencies) are usually charged at a higher monetary cost. CloudSigma [49]
and ElasticHosts [68] are providers that offer such frequency selection mechanisms.
This capability may be different from the actual hardware frequency scaling and depends on the support of the provider. With the emergence of this new pricing scheme,
the problem of choosing cost-efficient configurations is becoming even more challenging for users. The frequencies required to achieve cost-efficient configurations may
vary in different scenarios, depending on both the pricing model of the provider and
the application characteristics. In this chapter, two cost-aware algorithms that select
different CPU frequencies for each resource to complete a scientific workflow application within a deadline and at a minimum cost are presented. The proposed approaches
are evaluated and compared through simulations using different pricing models that
charge resource provisioning also based on the CPU frequency.
The remainder of this chapter is organised as follows. Section 7.2 describes the
problem addressed and related work. The details of the cloud and application model
considered and assumptions made follow in Section 7.3. The proposed algorithms are
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presented in Section 7.4. The evaluation of the algorithms using different workflows
and pricing models and the obtained results are described in Section 7.5. The different
frequency selection approaches proposed in Chapters 6 and 7 are evaluated and compared in Section 7.6 to investigate scenarios where each approach is more beneficial to
use. Finally, Section 7.7 concludes the chapter.
Part of this chapter has been published at the 7th IEEE/ACM International Conference on Utility and Cloud Computing [186] and the 12th International Conference on
Economics of Grids, Clouds, Systems and Services [188].

7.2

Problem Description

Cloud providers now offer users a large number of configurations, charging CPU provisioning based on the selected frequency of each resource. For example, ElasticHosts
and CloudSigma offer users the flexibility to choose the computing capacity from a
wide range of options with more powerful and faster resources (which operate at higher
frequencies) costing more. In their pricing model, even 1 MHz of CPU frequency more
may incur a small but still higher monetary cost. As users can choose between configurations with different cost and execution time performance, a challenge that arises
is selecting the CPU frequency per resource so that cost-efficient configurations that
meet the user’s application needs are achieved.
Although providers may charge a lower price for the provisioning of resources
that operate at a lower frequency, the reduction in frequency may adversely affect
the overall cost incurred by the user. This is because frequency reduction may impact
application performance in different ways, depending on the application characteristics
(see Section 4.6). For example, CPU-bound applications that are more sensitive to
the allocated frequency show significantly poorer performance when executed at lower
frequencies. As a result, a CPU-intensive application may need to run on fast resources
to meet a specified deadline or incur a lower cost, as execution time may be greatly
affected when a lower frequency is used. In other cases, running the resources at
a lower speed sometimes with a slightly longer execution time, may be more costefficient, motivating users to choose configurations with lower speed performance.
As mentioned in the introduction (see Section 1.1), this problem may be more
profound in applications like scientific workflows, which consist of collections of tasks
with a different behaviour (some of them may be CPU-bound, some of them may be
I/O-bound). The execution schedule of such applications may also include gaps (idle
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time) as a result of data dependencies that need to be satisfied. This gives further
scope to take advantage of such gaps by choosing and provisioning CPU resources at
different frequencies that minimise the cost, yet achieve a reasonable makespan within
a deadline.
This chapter addresses the problem of cost-efficient resource provisioning for scientific workflows selecting the CPU frequencies to operate each resource. Assuming
that users are interested in completing the workflow within a specified deadline, two
algorithms are proposed to obtain cost-efficient resource provisioning for scientific
workflows by choosing appropriate CPU frequencies. Cost-efficient provisioning in
this chapter refers to provisioning that results in a low overall cost for the user. Typically a low overall cost is not achieved by choosing either high-frequency resources
alone or low-frequency resources alone. Instead, cost-efficient provisioning is typically achieved by a combination of resources in between high and low frequencies.
The motivation of this work is based on this observation.
The two algorithms start with an initial allocation where all CPU resources are
chosen at either high-frequency or low-frequency. The algorithm starting with highest frequencies, Cost-based Stepwise Frequency Selection from Maximum Frequency
(CSFS-Max), is iteratively trying to reduce CPU frequencies for as long as the cost is
minimised and prioritising the biggest cost savings at the time. Conversely, the algorithm starting with lowest frequencies, Cost-based Stepwise Frequency Selection from
Minimum Frequency (CSFS-Min), is iteratively trying to increase CPU frequencies by
prioritising the best makespan savings subject to an overall cost saving. As the selection of cost-efficient frequencies depends on the workflow characteristics but also the
pricing model of the provider, the two algorithms are comprehensively evaluated using
three different scientific workflow applications and three different pricing models for
CPU frequency. These pricing models include a linear, a sublinear, and a superlinear
pricing model, which capture three different ways of varying the price of resources
based on CPU frequency. By appropriately choosing CPU frequencies, the two proposed algorithms achieve cost savings that allow users to meet their deadlines at a low
cost.
Cost-aware provisioning for workflow-based applications is as mentioned earlier
(see Section 3.2.2) the focus of related work, such as for example in [218, 145]. In
[145], non-critical tasks are reassigned to cheaper VMs while in [218] HEFT is extended with a cost-conscious factor that takes into account the resource price and performance to choose slots on VMs that balance between execution time and monetary

7.3. MODEL AND ASSUMPTIONS

159

cost. In contrast to all related work, the two algorithms presented in this chapter determine CPU frequencies of the resources to be provisioned in order to lead to costefficient execution within a specified deadline, taking also into account different pricing models to charge for using such CPU frequencies.

7.3

Model and Assumptions

In the problem considered, the user submits a workflow for execution to be completed
within a specified deadline on a number of available resources. The aim is to determine
the CPU frequencies of the resources in order to achieve cost-efficient configurations.
Each resource is provisioned from the time the workflow execution starts until the
whole workflow finishes. CPU capacity is charged according to the CPU frequency
selected for each resource, while the cost of other characteristics, such as disk and
storage, is considered to be fixed, as this work investigates only issues related to the
selection of CPU frequencies.
Application Model The work considers scientific workflows that need to be completed within a deadline constraint. It is assumed that information on task runtimes
when resources operate at maximum frequency and data transfers is provided. Knowing the time required for the execution of each task at maximum frequency, task runtime when running at a lower frequency can be estimated based on its CPU-boundedness
to take into account the different job slowdown from using a lower frequency. Hence,
the runtime of a task t at a frequency f is given by Equation 4.6 to capture the impact
of the CPU frequency on job runtime.
Cloud Resources Model This work focuses on homogeneous resources which can
work on different frequencies, regularly distributed between a minimum and maximum
frequency, fmin and fmax respectively, with step f reqStep. Each resource is charged
for the time provisioned according to the allocated frequency with each workflow task
having exclusive control on the resource slot where it runs. The curve of the pricing
model may be tuned according to the provider’s needs and goals [209]. For example,
the cost of resources may increase superlinearly for more capable (faster) resources
[208], while a convex curve may be used to investigate scenarios where the price increases sublinearly with the performance level as in [208, 209]. Similarly, in [145] the
price increases exponentially with the speed of the VMs.
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Figure 7.1: Pricing models used.

Hence, three different pricing models are investigated in this work, including a
linear, sublinear and superlinear pricing model, to cover a wide range of possible
pricing models based on [68, 209, 145, 208]. The pricing models considered are shown
in Figure 7.1.
In the case of the linear model, when the frequency is reduced, the price of provisioning a resource decreases at the same rate for each pair of successive frequencies.
In the case of the superlinear model, the reduction in price is significant while the
frequencies are still high, but gets smaller while approaching low frequencies. In contrast with superlinear pricing, with a sublinear model the increase in price is significant
while moving from low to higher frequencies and reduces while approaching high frequencies.
To compute the price charged for each frequency three different functions are used,
one for each pricing model. The per unit of time cost, C fr , of resource r operating at
frequency fr is computed by:
C fr = Cbase +Cdi f · (

fr − fbase
),
fbase

(7.1)

for linear pricing. Cbase is the price of the resource operating at minimum frequency,
fbase , and Cdi f is a coefficient used to generate the charge at each frequency. The per
unit of time resource cost under superlinear pricing is given by:
C fr = Cbase +Cdi f · ((1 +

fr − fbase
fr − fbase
) · log(1 +
)),
fbase
fbase

(7.2)
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Figure 7.2: Overall cost for different CPU frequency configurations.
while the cost under sublinear pricing is computed as:
C fr = Cbase +Cdi f · log(1 +

fr − fbase
).
fbase

(7.3)

The derived formulas are based on the logarithmic pricing curves in [209].
The cost of running each resource r in the schedule (plan) at its assigned frequency
fr for the whole scheduling period of the plan, makespan plan , is given by:
Costr = C fr · makespan plan .

(7.4)

The overall cost required to run the workflow is computed by adding the cost of running each resource r at its assigned frequency fr for the whole scheduling period as
described in Equation 7.5:
userCost =

∑

Costr .

(7.5)

∀r∈plan

Motivational Example Using the lowest possible frequencies to run a workflow
within the specified deadline may not always lead to cost savings, as application performance degradation may be significant. This observation is an important aspect to help
appreciate the contribution of this work. To illustrate this, Figure 7.2 shows the cost to
execute the LIGO workflow [147] with 50 tasks on four resources. All resources run at
the same CPU frequency but five different CPU frequencies are considered from low
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Figure 7.3: Overall cost for different combinations of CPU frequencies.

to high; the price charged for each resource changes linearly with the reduction in frequency. Precise prices are not important; however, the parameters of the pricing model
used (Equation 7.1) can be found in Section 7.5. It can be seen that while moving from
high to low frequencies the cost decreases until 2 GHz is reached but then, it increases
as it approaches the lowest frequency (1 GHz). This suggests that although the overall
workflow execution time increases when moving from high to low frequencies, there
is a point until which the cost can be minimised due to a more efficient resource utilisation. This observation is in line with the trade-off between energy consumption and
execution time [195].
The performance of the same workflow in terms of execution time (makespan) and
cost was also investigated for all the possible combinations of CPU frequencies in
the range of 1-3 GHz with a step of 0.5 GHz. Figure 7.3 shows the results when the
workflow runs using three resources. The label shows the mean frequency for the three
resources used in each run. Varying CPU frequencies results in different execution time
and cost, even if the mean CPU frequency is still the same. For example, for a mean
frequency of 2.17 GHz, the best cost (£0.192) and makespan (4869.7 sec) is achieved
with resources running at 2.5 GHz, 2 GHz and 2 GHz. At the same time, resources
running at 2.5 GHz, 2.5 GHz, and 1.5 GHz (same mean frequency) result in a cost of
£0.209 and makespan of 5308.9 sec.
The two figures above suggest that different trade-offs between cost and execution
time exist. In some sense, this work attempts to explore feasible nearby solutions of a
Pareto frontier starting from an extreme point, e.g. maximum or minimum frequency,
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in order to achieve locally optimal solutions based on the application characteristics
and the pricing model of the provider.

7.4

Algorithm Description

In this section, two cost-aware algorithms to determine the frequencies to be provisioned for a number of resources at a minimum cost within a deadline are described.
The algorithms can work for different pricing models with the per unit of time provisioning cost decreasing when lower frequency (speed) is used. Firstly, the algorithm
Cost-based Stepwise Frequency Selection From Maximum Frequency (CSFS-Max)
roughly resembles the Energy-aware Stepwise Frequency Scaling Algorithm (ESFS)
in Section 6.4 in the previous chapter which scales the operating frequency of each task
to achieve energy savings. However, the main difference is that CSFS-Max (described
in Algorithm 10) considers the user cost in the decision making in order to select the
frequency to be provisioned per resource statically. Similarly to ESFS, the CSFS-Max
algorithm assumes that an initial schedule to map the tasks of the workflow onto the
available resources is generated with each resource operating at maximum speed (frequency). A modified version of CSFS-Max is also developed with the aim to achieve
cost-efficient configurations based on the workflow deadline. The distinguished feature
of the modified version, Cost-based Stepwise Frequency Selection From Minimum
Frequency (CSFS-Min) is that the initial schedule is built assuming that the resources
operate at minimum frequency and the configuration of each resource is adjusted to a
higher frequency taking into account the deadline of the user. The time complexity of
the proposed polynomial time algorithms to determine cost-efficient CPU frequency
configurations is mainly influenced by the number of resources provisioned pr and the
number of available CPU frequencies fmodes , O( fmodes · pr · n), where n is the number
of workflow tasks. The algorithms explore all the available CPU frequencies iteratively. However, some frequency values could be skipped using a better sampling of
the search space.
Cost-based Stepwise Frequency Selection from Maximum Frequency CSFS-Max
determines statically the frequencies per resource so that overall workflow cost is reduced and workflow execution is completed by a provided deadline.
Initially, a schedule (plan) of the workflow tasks onto a number of resources is
built, assuming that the resources operate at maximum frequency. This initial schedule
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Algorithm 10 Cost-based Stepwise Frequency Selection from Maximum Frequency CSFS-Max.
Require: w: workflow, curPlan: HEFT plan, deadline: user deadline
1: procedure S CALING F ROM M AX F REQUENCY(w, curPlan)
2:
while f req > fmin do
. Starting with f req = fmax
3:
currentCost : cost of curPlan
. Equation 7.5 for all resources and time
4:
f req− = f reqStep
. next available lower frequency
5:
newPlan = curPlan
6:
candResources : ∀r ∈ newPlan
. candidate resources
7:
while candResources not empty do
8:
for ∀r ∈ newPlan do
9:
Compute costSavingsr
. 0 when deadline is exceeded
10:
end for
11:
candResources : ∀r ∈ newPlan: costSavingsr > 0
12:
Remove r ∈ candResources with largest costSavingsr
Update task runtimes for each task t ∈ r using Equation 4.6
Update start and finish times of all the tasks in the plan (newPlan)
13:
end while
14:
newCost : cost of newPlan
15:
if newCost >= currentCost then Reject newPlan and break
16:
end if
17:
Accept plan (curPlan = newPlan)
18:
end while
19: end procedure

is built using HEFT [228]. It is noted that the use of HEFT to build an initial schedule is
not an intrinsic requirement of the proposed algorithm. In fact, such an initial schedule
can be built by any DAG scheduling algorithm such as HBMCT [202] or any of the
heuristics compared in [35].
The algorithm (shown in Algorithm 10) iteratively lowers the frequencies of the
resources following the range of the available frequencies to determine in each step
whether cost savings can be achieved for each resource by provisioning a lower frequency. In the end of each iteration (for each available frequency) the impact on overall
workflow cost from using the lower selected frequencies than the currently assigned
frequencies to the resources is assessed to determine if the new plan will be accepted
(lines 15-17).
To do so, in each iteration the next available frequency, f req, is used to lower the
frequency of each resource when the cost for the resource decreases with the reduction in frequency, prioritising resources with higher cost savings. The detailed steps
repeated for each iteration (available frequency) are the following: The cost savings of
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a resource r from the transition to a lower frequency f are computed as:
costSavingsr = curCost fr − newCost f ,

(7.6)

where curCost fr is the cost of running the resource at its currently assigned frequency,
fr , and newCost f is the cost of the resource at the resulted schedule where a lower
frequency f ∈ [ f req, fr ) which allows the workflow execution within the deadline is
used. Note that only resources where the reduction in frequency leads to cost savings
without exceeding the deadline are considered to be candidate resources to adjust their
frequency (line 11). Starting with the most cost-efficient resource (line 12), the runtime
of each task assigned to this resource is updated for the new selected frequency f
and the slots of all the workflow tasks are adjusted to build a new plan. The same
procedure (lines 8-12) is repeated until there is no other candidate resource to adjust
its configuration based on the current available frequency f req. After each iteration
(when there are no other candidate resources) the cost of the new plan is computed to
determine if reducing the frequency further also leads to overall cost savings. When
the overall cost is reduced the algorithm continues to the next iteration, repeating the
same procedure until either the minimum frequency is reached or no cost savings are
achieved for any resource by lowering the frequency further. When the overall cost
does not decrease, the new plan is rejected and the algorithm terminates.
Cost-based Stepwise Frequency Selection from Minimum Frequency Same as
with CSFS-Max, the CSFS-Min algorithm (Algorithm 11) also works in two phases
to initially produce a schedule of the workflow tasks onto the resources and then determine the frequencies to be used per resource. The algorithm initially maps the
workflow tasks onto the resources using HEFT again, but, in contrast to CSFS-Max,
assuming that resources operate at minimum frequency. Then, the algorithm iteratively
increases the frequencies of the resources following the range of the available frequencies for as long as the deadline is not met or cost savings are achieved. The idea of the
algorithm is that as resources operating at lower frequencies are charged less, using
lower frequencies may lead to less expensive configurations. However, using the lowest possible frequency may not always be cost-efficient due to the impact of frequency
reduction on execution time. Thus, gradually higher frequencies are used trying to
reduce the overall workflow cost.
The algorithm tries the next higher available frequency in each iteration as long
as the deadline is not met or the overall workflow cost is reduced. Thus, a higher
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Algorithm 11 Cost-based Stepwise Frequency Selection from Minimum Frequency CSFS-Min.
Require: curPlan: HEFT plan at minimum frequency, deadline: user deadline
1: procedure S CALING F ROM M IN F REQUENCY(w, curPlan)
2:
while f req < fmax do
. Starting with f req = fmin
3:
currentCost, currentMakespan: overall cost, makespan of curPlan
4:
f req+ = f reqStep
. next avail. frequency
5:
newPlan = curPlan
6:
candResources : ∀r ∈ newPlan
. candidate resources
7:
while candResources not empty do
8:
for r ∈ newPlan do
9:
Compute makespanSavingsr
10:
end for
11:
candResources : ∀r ∈ newPlan:makespanSavingsr > 0
12:
Remove r ∈ candResources with largest makespanSavingsr
Update task runtimes for each task t ∈ r for the new frequency
Update start and finish times of all the tasks in the plan (newPlan)
13:
end while
14:
newCost, newMakespan: overall cost and makespan of newPlan
15:
if newCost >= currentCost && currentMakespan < deadline then
Reject newPlan and break
16:
end if
. deadline already met in curplan, cost increases in newplan
17:
Accept plan (curPlan = newPlan)
18:
end while
19:
if newMakespan > deadline then curPlan =generate HEFT plan at fmax
20:
end if
21: end procedure

frequency is assigned to each resource when the provisioning time for the resource
(which is equal to the workflow makespan), is reduced. The makespan savings of
each resource (the decrease in makespan when assigning the higher frequency to the
resource) are computed as:
makespanSavingsr = makespanCur − makespanNew,

(7.7)

where makespanCur is the makespan resulting from operating the resource r at the
currently assigned frequency and makespanNew the makespan achieved by increasing
the frequency to the higher possible frequency in the current iteration. Starting from
the resource with the highest makespan savings, the runtimes of its assigned tasks are
updated for the higher selected frequency f and the slots of all the workflow tasks in
the new plan are adjusted. The same procedure (lines 9-12) to find the next candidate
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resource and increase its assigned frequency is repeated until there is no other candidate resource to adjust its configuration based on the current available frequency f req.
Candidate resources (line 11) include only those for which the increase in frequency
results in smaller makespan (makespanSavingsr ). This is because when no reduction
in makespan is achieved, lower frequencies which are charged less are preferred. At
the end of each iteration, the makespan and cost of the new plan are computed to determine if increasing the frequency further is possible. If the new plan exceeds the
deadline or results in no cost savings then it is rejected and the algorithm terminates
(lines 15-18). In some cases with strict deadlines the algorithm may not generate a
plan that allows the workflow to be completed within the deadline, as the initial conditions start with a plan that exceeds the deadline; this may require successive frequency
adjustments to make the schedule meet the deadline. If the algorithm does not succeed,
it reverts to computing a schedule at maximum frequency using HEFT (lines 19-20).

7.5

Experimental Evaluation and Results

In this section, the performance of the proposed algorithms is evaluated and compared
using three different pricing models and three workflows with the system and application characteristics described below.
Methodology The simulator described in Section 3.4 was used to implement and
evaluate the proposed cost-aware algorithms. Resources that operate at a range of frequencies between a minimum and maximum frequency, fmin =1000 MHz and fmax =3000
MHz, with a frequency step ( fstep ) of 100 MHz are assumed. Each resource corresponds to one-core VM while task runtimes when using maximum frequency are
considered to be known. To do so, homogeneous resources of 1.00 MIPS (Millions
Instructions Per Second) are assumed to calculate the runtimes of the tasks at maximum frequency from the available data. In order to compute the price charged for
the provisioning of each resource, the parameters for each pricing model – the linear,
superlinear and sublinear pricing models of Equation 7.1, 7.2 and 7.3 respectively– are
the following:
Cbase = £9.24 · 10−6 /sec, £9.24 · 10−6 /sec, £2.78 · 10−6 /sec,
Cdi f = £3.33 · 10−6 /sec, £4.44 · 10−6 /sec, £1.2 · 10−5 /sec.
The values were chosen to approximate roughly the monthly charges of ElasticHosts for the provisioning of VMs, assuming time units in seconds. A network of
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1 Gbps was assumed to compute the communication costs between tasks assigned to
different resources.
Synthetic data from LIGO, SIPHT and Montage, were used by the workflow generator described in Section 3.4 to generate a workflow of 1000 tasks for each application
and investigate the performance of the algorithms for applications with different characteristics. The average CPU utilisation of the jobs was computed for each application
based on the workflow profiling data in [114] and was used to compute the slowdown
from the reduction in frequency for each application to investigate the performance of
the algorithms for applications with varying β (see Equation 4.6). The parameter β
was set equal to 0.4 and 0.8 and 0.36 for LIGO, SIPHT and Montage, respectively.

Results In the evaluation, HEFT was used as a baseline algorithm to compare the
performance of the algorithms. In order to assess the performance of the algorithms
with reasonable deadlines that would allow to stretch the execution of the workflow
tasks using low CPU frequencies, the user deadline was set equal to 1.05 · M fmin (where
M fmin is the makespan obtained by HEFT when all resources operate at minimum CPU
frequency). This allows the evaluation of the two algorithms with a wide range of
different CPU frequencies as opposed to what would be the case if strict deadlines
were chosen where mostly high CPU frequencies would be feasible. It is noted that
the proposed algorithms can work for different deadlines. It is assumed that the deadline can be equal or longer than the execution time of the initial schedule at maximum
frequency. Otherwise, the workflow cannot finish before the deadline. The results
obtained are presented in Figures 7.4-7.12, and include plots for each pricing model
(linear, superlinear and sublinear model) and workflow used (LIGO, SIPHT and Montage). The performance of the algorithms is compared in terms of the cost (given in £)
and time (given in secs) required for the workflow execution. The plots of the workflow makespan also show the deadline used in each scenario on top of the HEFT bar.
The number of provisioned resources ranged between 5 to 35, as shown on the x-axis
in the results, to create scenarios with a varied resource utilisation.
With linear pricing, where the provisioning cost of each resource changes at the
same rate between each pair of subsequent frequencies, when using LIGO and Montage, CSFS-Max and CSFS-Min achieve similar performance in terms of execution
time and user cost (Figures 7.4 and 7.6). However, in the case of the CPU-intensive
SIPHT (Figure 7.5), overall high frequencies are more cost-efficient, as the penalty in

7.5. EVALUATION

169

5

120000

HEFT
CSFS-Max
CSFS-Min

4.5

100000

4
Makespan (sec)

Cost (£)

3.5
3
2.5
2
1.5

Deadline
HEFT
CSFS-Max
CSFS-Min

1

80000
60000
40000
20000

0.5
0

5

10

15

20

25

Number of Resources

30

0

35

5

10

(a) Cost

15

20

25

Number of Resources

30

35

(b) Makespan

Figure 7.4: LIGO of 1000 tasks under linear pricing.
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Figure 7.5: SIPHT of 1000 tasks under linear pricing.
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Figure 7.6: MONTAGE of 1000 tasks under linear pricing.
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Figure 7.7: LIGO of 1000 tasks under superlinear pricing.
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Figure 7.8: SIPHT of 1000 tasks under superlinear pricing.
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Figure 7.10: LIGO of 1000 tasks under sublinear pricing.
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Figure 7.11: SIPHT of 1000 tasks under sublinear pricing.
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workflow execution time is significant when using lower frequencies exceeding the reduction in price. More specifically, CSFS-Max achieves performance similar to HEFT
in terms of cost and execution time as using high frequencies is more cost-efficient,
while CSFS-Min leads to increased execution time resulting in higher cost, due to the
different assignment of the tasks to the resources and the lower frequencies used.
With superlinear pricing (Figures 7.7-7.9), price reduction from high-frequencies
to subsequently lower frequencies is significant and gets smaller while moving to lower
frequencies. As a result, CSFS-Max will reach low frequencies where the cost savings
exceed the penalty on execution time. Also, CSFS-Min increases the frequency of a
resource when the reduction in execution time exceeds the increase in price. As the
overall cost does not decrease while approaching high frequencies, low frequencies
are chosen. As a result, both algorithms achieve similar performance for all three
workflows, stretching the workflow execution time compared with the baseline HEFT
algorithm to achieve cost-efficient configurations. Still, the benefits are less profound
with SIPHT, which is CPU-intensive.
Finally, with sublinear pricing (Figures 7.10-7.12) scaling the frequencies iteratively starting from maximum frequency may lead to more expensive configurations,
such as the case of SIPHT. This is because the provisioning cost of each resource does
not decrease greatly with a small reduction in frequency while the frequencies are
high. As a result, CSFS-Max fails to reach lower frequencies where the cost savings
become significant exceeding the penalty in execution time. This suggests that starting
from different points (maximum or minimum frequency) may result in different Pareto
efficient configurations, with CSFS-Max resulting in more expensive configurations
compared to CSFS-Min and better performance in terms of execution time.
Overall, the results show that both algorithms may explore cost-efficient frequencies in most scenarios of different pricing and workflow characteristics. As their initial
conditions and iterative procedure differ, the two algorithms complement each other.
Starting from maximum frequency ensures that execution time is stretched only if
makespan increases lead to satisfactory cost savings. On the other hand, starting from
minimum frequency may lead to difficulties to reduce execution time and obtain sufficient cost savings. This is visible with SIPHT, a CPU-intensive application, where
high frequencies are more suitable to use to achieve a low cost for linear or superlinear
pricing. However, starting from the minimum frequency appears to be more suitable
for scenarios under sublinear pricing where low frequencies may be preferred. Sublinear pricing is the case where the two algorithms result in the most significant cost
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savings.

7.6

Comparison of Frequency Selection Algorithms

This section compares and evaluates different frequency selection approaches in terms
of execution time, energy consumption and user cost (motivated by the analysis of the
frequency scaling potentials in Chapters 6 and 7). The aim is to investigate how the
different criteria in the decision making (e.g. energy vs cost, per task vs per resource)
affect the efficiency of the scheduling and scenarios where each approach is more
beneficial to use. To do so, the evaluation includes only the results for frequency
selection algorithms that start from the same initial schedule at maximum frequency
considering scenarios of linear pricing.
The frequency selection algorithms to be examined include the ESFS and CSFSMax algorithms introduced earlier in Sections 6.4 and 7.4. ESFS (Algorithm 9) tries
to determine the operating frequencies for the execution of each task in the workflow
in order to achieve energy-efficient scheduling, while CSFS-Max (Algorithm 10) selects the CPU frequency to operate each resource so that cost-efficiency for the user is
achieved. There are two main differences between these two approaches; the frequency
is selected in a per task or a per resource level and using energy or user cost criteria.
In order to evaluate these different aspects, the algorithms are additionally modified
to develop two extra versions of frequency selection algorithms; a per-task frequency
selection version which determines the CPU frequencies so that cost-efficiency for the
user is achieved, Cost-based Stepwise Frequency Selection per Task (CSFS T), and a
per-resource frequency selection version which determines the CPU frequencies so that
energy savings are achieved, Energy-aware Stepwise Frequency Scaling per Resource
(ESFS R). The assumptions made and the description of the two modified versions of
the algorithms follow.

7.6.1

Assumptions and Algorithm Description

In order to make the comparison of the different frequency selection approaches feasible, the energy model described in Section 6.3 and the cost model described in Section
7.3 were used to compute overall energy consumption and the total user cost required
in the resulted schedules. In the case of using per-task frequency selection, where different frequencies can be assigned for the execution of the tasks allocated to a resource,
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it is assumed that each resource is provisioned choosing the maximum frequency between the selected CPU frequencies of its allocated tasks. This assumption allows the
cost comparison between the different frequency selection approaches.
CSFS T differs from ESFS described in Algorithm 9 in that it considers the user
cost instead of energy consumption. The respective cost savings for each task t in step
10 are computed as:
costGaint = cost fcur − cost f ,
(7.8)
where cost fcur is the cost of running the task at its currently assigned frequency, fcur ,
charged at the respective price C fcur obtained by Equation 7.1 for its current runtime
and cost f is the cost of the task at the resulted schedule where the new frequency f is
used to compute the task runtime obtained from Equation 4.6 at the lower frequency f .
In the end of each iteration, overall cost incurred by the user in the new plan (line 19) is
computed using the cost model described in Section 7.3, assuming that each resource
is charged for the whole scheduling period. As mentioned earlier, it is assumed that
each resource is provisioned choosing the maximum frequency between the selected
CPU frequencies of the tasks running on it.
ESFS R differs from CSFS described in Algorithm 10 in that energy consumption
is assessed in the decision making instead of the user cost. The respective energy gain
(line 9) is computed by:
energyGainr =

(E fcur − E f )
,
E fcur

(7.9)

where E fcur = Pfcur · ∑t∈r runtime fcur + Pidle · (makespan plan − ∑t∈r runtime fcur ) is the
energy spent when the resource runs at processor frequency fcur with the processor
operating at idle state when no tasks are running on it. E f is computed in a similar way
for the task runtimes and makespan achieved in the new plan resulted from operating
the processor at the lower frequency f . In the end of each iteration energy consumption
for the new plan is computed (line 14) using the energy model described in Section 6.3
to assess the overall energy savings.

7.6.2

Experimental Evaluation and Comparison

A workflow of 1000 tasks was generated for each application, LIGO, SIPHT and Montage, setting parameter β equal to 0.4 and 0.8 and 0.36 respectively. Homogeneous
resources that operate at a range of frequencies between a minimum and maximum
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Figure 7.13: LIGO workflow with 1000 tasks D = 1.50MHEFT .

frequency, fmin =1800 MHz and fmax =2600 MHz, with a frequency step ( fstep ) of 200
MHz are assumed using the power model described in Equation 4.9 and the parameters
described in Section 6.5 (Pbase = 152.00W , Pdi f = 15.39 and fbase = 1000MHz). Idle
power, Pidle , is assumed to be about 60% of the peak power and set equal to 117 W. A
threshold of 0% was used in line 12 of Algorithm 9. Finally, the linear pricing model
described earlier in Section 7.5 was used. Figures 7.13-7.15 show the results for a long
deadline (d = 1.50MHEFT ).
In the case of LIGO, all of the approaches improve the initial schedule by reducing both the energy consumption and the user cost. The reduction in energy is higher
than the cost savings for the user and this is in accordance with the curves of the used
power and pricing models; frequency reduction results in cubic power reduction, while
price is linearly related with frequency. Although the energy-aware approaches (ESFS
and ESFS R) achieve higher energy savings compared with the cost-based approaches
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Figure 7.14: SIPHT workflow with 1000 tasks D = 1.50MHEFT .
(CSFS and CSFS T), the penalty on execution time does not lead to better cost performance.
In the case of SIPHT, the energy-aware approaches achieve significant energy savings as some reduction in frequency can lead to power savings that exceed the penalty
on execution time. However, this is not the case for the linear cost model, where higher
frequencies are more cost-efficient for SIPHT. ESFS achieves further energy savings
compared with ESFS R, as it can assess the energy of each task individually. Also the
algorithm checks whether additional savings can be achieved without increasing the
makespan further (the second round described in Algorithm 9) that may improve the
performance of the algorithm further.
In the case of Montage, all of the approaches stretch the workflow execution time
to improve the initial schedule. The cost-based schemes use lower frequencies compared with the energy-aware approaches, reducing the total cost required for the workflow execution. However, total energy consumption is not reduced and as a result the
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Figure 7.15: Montage workflow with 1000 tasks D = 1.50MHEFT .

cost-aware algorithms achieve lower energy savings compared with the energy-aware
schemes.

Another interesting observation is that a trade-off between energy consumption and
user cost can be achieved for less CPU-bound applications. Hence, pricing could be
used as a mechanism to motivate users to choose more energy-efficient configurations.
In the case of CPU-bound applications, where the impact from the reduction in frequency on execution time may be significant, higher frequencies may be preferred to
achieve cost-efficiency for the user. However, although even a small reduction in frequency may result in increased monetary costs for the user, energy consumption could
be decreased. This is due to the different pricing and power model curves.
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Summary

This chapter considered the problem of cost-aware resource provisioning for deadlineconstrained scientific workflows. The contribution of this chapter is the development of
two algorithms that select a separate CPU frequency for each provisioned resource to
reduce the overall user cost while considering the workflow deadline. The algorithms
were evaluated and compared for different pricing models that charge the resources
based on the allocated frequency to investigate the benefits of using each approach according to the system and workflow characteristics. The evaluation of the algorithms
suggests that the algorithms can be beneficial under different circumstances, particularly in the case of a sublinear pricing model. Also, the workflows that appear to benefit
more are data-intensive workflows as execution time is affected less when using lower
CPU frequencies. Finally, the chapter compares and evaluates different frequency selection approaches that start with the same initial plan in order to investigate the impact
of the different criteria in the decision making in the performance of the algorithms.
The proposed energy and cost-based approaches can be used to address different aspects of the workflow scheduling optimisation problem. Although for different pricing
and power models one approach may become more relevant than another, the proposed
approaches may converge for similar pricing and power curves. Finally, per task or per
resource approaches may be more suitable in different scenarios; for example, higher
cost savings could be achieved at the expense of time complexity or frequency transition overhead by selecting the frequencies on a per task basis. The results show that a
trade-off between energy and cost savings could be achieved by using appropriate pricing. Superlinear and sublinear pricing could be used to charge VM provisioning based
on the usage of resources and the related energy costs. For example, the price could
change superlinearly when moving from high to lower frequencies until a frequency
step is reached. When lowering the frequency further is not energy-efficient, the price
could change sublinearly with the frequency. Such a pricing scheme could potentially
lead to a balance between the monetary and energy costs required for the execution
of an application, motivating users to choose configurations that lead to good resource
utilisation on the one hand while allowing providers to achieve revenues that exceed
the energy costs.
The chapter that follows concludes the thesis, summarising the contributions, benefits and limitations of the developed approaches.

Chapter 8
Conclusion
This chapter summarises the objectives of this thesis, the approaches developed to address them and their limitations. Section 8.1 summarises the research contributions and
the results obtained in this thesis. Section 8.2 discusses the limitations and proposes
research directions that arise for future work.

8.1

Contributions and Lessons Learned

HPC systems have been traditionally used to deploy scientific workflows over the past
decades. Among these, cloud computing platforms are gaining popularity by offering
resources on demand and a wide range of possible configurations in a pay per use
basis. With the large number of options offered to users to choose from, the problem
of managing the resources in a cost-efficient way, in terms of both monetary costs
from the perspective of the users and energy consumption from the perspective of the
providers becomes even more challenging. Good static provisioning may minimise
resource wastage and monetary costs, while good performance in terms of workflow
execution time is achieved. Developing approaches to deal with these issues, namely
the trade-off between performance and different types of cost, was the focus of this
thesis.
Chapters 2 and 3 set the scene for the challenges and requirements in cloud computing and resource management of scientific workflows, addressing objective (i) described in Section 1.2. More specifically, Chapter 2 described the fundamentals of VM
management, classifying the approaches used based on the scheduling actions and the
optimisation objectives they focus, and categorised the approaches used on energy efficiency. Chapter 3 focused on scientific workflows, giving background information
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on resource provisioning and scheduling for workflows, the workflow structure and
characteristics and the simulator.
Chapter 4 discussed how performance modelling can be used to determine the number of resource slots to be used for the workflow execution and select proper configurations. Modelling the workflow performance under different configurations is of great
importance in order to achieve efficient provisioning. The chapter addressed objective (ii) described in Section 1.2 with the aim to estimate the resource requirements
to run the workflow tasks. The research contribution resulted from this objective was
the development of a prediction model that estimates the execution time of scientific
workflows for a different number of slots. The prediction was based on the workflow
structure and task runtime characteristics which enables the investigation of the workflow performance under different configurations using minimal information on task
runtimes. This property may be particularly important in the cloud computing environment as potentially expensive runs using a large number of resource slots may be
avoided. The model can be used to determine cost-efficient configurations by investigating the workflow performance and related costs under different configurations, e.g.
number of slots and CPU frequencies. This raised interesting observations. For example, depending on the workflow characteristics, a larger number of resources that run
at a lower frequency may be preferred. In other cases, using less but faster resources
may be more cost-efficient. This is because applications may have different structures
and characteristics. For example, a workflow may consist of many parallel tasks or
tasks that can only be serialised. Also, the impact of CPU frequencies on the workflow
performance may differ with frequency reduction affecting CPU-bound applications
significantly. The model can provide predictions and give insight on the behaviour
of the application under different scenarios taking into account the different workflow
characteristics. The model was validated using measurements from real experiments
on Amazon EC2. The results showed that the model can predict execution time with
an error of less than 20% compared with the actual makespan for over 96.8% of the
experiments. In the current version the model considers homogeneous resources. The
accuracy of the prediction is based on the assignment of the tasks to levels; different
level assignment approaches can be used in order to improve the accuracy of the model.
Chapter 5 discussed the problem of resource management for scientific workflow
ensembles. Workflows with similar structure can be grouped into ensembles in order
to overlap multiple workflows and achieve efficient resource management by utilising
idle slots in the schedule. The chapter addressed objective (iii) described in Section 1.2
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to achieve energy-efficient resource provisioning and scheduling for scientific workflow ensembles in energy-constrained environments, an important topic which has not
been investigated extensively in previous studies. Two algorithms that deal with energy
constraints along with either budget or deadline constraints with the aim to maximise
the number of accepted workflows from the ensemble in an energy efficient way are
the research contributions resulted from this objective. The results showed that energy
savings compared with the cost-based approaches can be achieved by reducing the average number of hosts required over time and increasing host utilisation. Scheduling
the workflows in ensembles allows to better utilise the idle time in resources by executing tasks of other workflows and delaying their execution if needed. However, in the
case of strict deadlines the need to provision extra resources and execute parallel tasks
simultaneously increases. The proposed algorithms build the scheduling plan statically
based on task runtime estimates.
Chapter 6 discussed the problem of energy-efficient scheduling using frequency
scaling. After determining the number of resources to be used, the workflow tasks
can be mapped onto the available resources. The schedule can then be improved to
achieve cost-efficient configurations by selecting appropriate CPU frequencies to operate the provisioned resources and execute the workflow tasks. Frequency reduction
leads to lower power consumption. However, energy savings may be limited as execution time may increase. Based on this observation, the chapter addressed objective
(iv) described in Section 1.2 to investigate how resources can be configured to execute the workflow and reduce the energy cost of the providers. The chapter pointed
out the challenges in using frequency scaling for scientific workflows and proposed
an energy-aware algorithm that determines the operating frequency to be assigned for
the execution of each task to complete the workflow within a given deadline. The
allocation of the frequencies was based on the energy gain of each task to reduce its
frequency only when it is energy efficient for the task, but also assessing the impact of
the changes on overall energy consumption to control the increase in execution time
when it exceeds the power savings. To do so, the frequencies were scaled iteratively
to distribute the slack time between the tasks more effectively in terms of energy. The
proposed algorithm was evaluated using synthetic data based on parameters of real scientific workflows. The results showed that energy savings can be achieved by selecting
frequencies that reduce the idle time of the processors sometimes at the expense of execution time. In order to develop energy-efficient schedules, the heterogeneity of the
tasks and workflow characteristics, e.g. the CPU-boundedness of the tasks, as well
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as the power model parameters, such as the idle to active power ratio, are among the
factors that need to be considered. The algorithm tries to achieve energy savings by
deploying CPU frequency scaling. It is assumed that the communication time required
for the data transfer between the tasks is not sensitive to frequency scaling. Finally,
memory power management is not considered; both CPU and memory DVFS may be
combined to maximise the energy savings.

Chapter 7 discussed how resources can be configured to execute scientific workflows in a cost-efficient way from the perspective of the users. Although selecting the
CPU frequency to be used for the workflow tasks is of great importance for the provider
to achieve energy savings, in practice users may also need to determine the frequencies
to be provisioned for each resource as a whole and select cost-efficient configurations.
With the emergence of new pricing schemes where CPU provisioning is charged based
on the selected CPU frequency the problem of achieving cost-efficient provisioning
becomes more challenging. This led to the investigation of objective (v) described in
Section 1.2 and the development of two cost-based algorithms that select the CPU frequency for each provisioned resource based on both the workflow characteristics and
the pricing model of the provider. The research question revealed interesting observations and raised new challenges to be addressed, allowing further opportunities for
improvement and exploration. For example, configurations with different CPU frequencies for the resources may lead to lower cost compared with the case of operating
all the provisioned resources at the same frequency (as shown in Figure 7.3). The
algorithms were compared for different workflow characteristics and pricing models
to investigate their performance under various scenarios. The algorithms can be considered complementary, as they can be beneficial under different circumstances. For
example, starting from high frequencies ensures that a trade-off between the increase in
makespan and cost savings are achieved, leading to longer execution time only when it
is beneficial in terms of cost. The approach is particularly beneficial for CPU-intensive
applications which may require high frequencies to be used. However, lower frequencies may be required to be explored under sublinear pricing. The proposed approaches
try to explore locally optimal solutions starting from an extreme point. Different approaches could be investigated to solve the problem.
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Future Directions

• Optimisation of the scheduling for heterogeneous resources based on the task
characteristics.
A workflow is a collection of heterogeneous tasks which may require to run
in heterogeneous resources. For example, as mentioned earlier CPU-intensive
tasks may require resources that operate at high frequencies. On the other hand,
data-intensive tasks may require resources with a large amount of memory. As
a result, the performance of the application may be improved by executing the
workflow tasks onto different VM types. Future work could investigate workflow scheduling approaches for heterogeneous resources in order to divide the
tasks into groups based on their preferred VM type and allocate the tasks to
the resources in an efficient way. To do so, the task characteristics, e.g. CPUboundedness, could be taken into account in order to group the tasks according
to their resource needs. This would enable to model realistic cloud environments with a heterogeneous infrastructure, where different VM instance types
can be chosen for jobs with different characteristics. To achieve this, profiling
techniques are also of great importance to determine the resource needs for the
execution of each workflow task.
• Explore dynamic approaches.
The approaches developed in this thesis do not consider uncertainties, such as
provisioning delays, inaccurate performance predictions and task runtimes or
failures which may occur in practice. Although static approaches may be good
for an initial decision making, dynamic approaches may be required in order to
adapt to changing conditions at runtime. However, dynamic approaches may
not be able to predict and assess the overall result from deploying subsequent
actions. To address this problem, the plan built statically could be adjusted at
runtime using dynamic approaches in order to adapt to the changes and deal with
uncertainties. For example, the processor’s CPU frequency can be adjusted at
runtime to respond to inaccurate performance predictions. Existing work allows
the monitoring of CPU usage of running VMs [160].
• Improve the solutions for memory and data storage optimisation.
The approaches proposed in this thesis focus mainly on CPU optimisation, exploring scheduling solutions that improve the CPU utilisation. However, several
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workflow tasks may process large amounts of data. As a result, the overhead
from data movement and the impact of decision making on data communication cost may be significant. Future work could investigate opportunities for
both computation and data placement optimisations. Finally, the memory requirements of a job may vary between different applications. As a result, the
efficiency of the scheduling may depend on the memory usage of the workflow
tasks. Another future direction could explore how the potential savings can be
maximised by combining CPU and memory optimisation.

• Develop different level assignment approaches to improve performance prediction.
Future work could explore different level assignment approaches for workflow
structures where several tasks can be distributed in more than one levels sometimes without affecting the level assignment of their predecessors and successors. For example, in such cases tasks with long execution time may be distributed in more than one level or tasks with short runtimes can be assigned to
different levels depending on the structure of the workflow. Level assignment
approaches to deal with these cases could be investigated to provide predictions
for different scheduling approaches and maximise the benefits from using the
proposed performance model in this thesis. Future research could also investigate how the characteristics of a scheduling algorithm can be taken into account
in order to improve the assignment of the tasks to the levels. This would enable
to divide the tasks to the levels in a more efficient way and provide more accurate
predictions for different scheduling approaches.
• Explore different, such as non-iterative, solutions.
The approaches considered in the thesis explore resource configurations iteratively in order to achieve locally optimal solutions. Future work could try to
develop and assess different algorithms (not necessarily iterative) to solve the
problems addressed in this thesis. One issue to investigate could be how to explore the space of the solutions after a local optimum is achieved. To do so,
the strengths of the proposed algorithms could be considered. Additionally, the
problem of workflow scheduling addressed in this thesis can be formulated as
a multi-criteria optimisation problem. This would help explore different approaches to address the multi-objective scheduling problem under different constraints.
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Management of Power and Performance for Virtualized Heterogeneous Server
Clusters. In Proceedings of the 11th IEEE/ACM International Symposium on
Cluster, Cloud and Grid Computing, pages 23–32. IEEE, 2011.
[182] V. Petrucci, O. Loques, and D. Mosse. A dynamic optimization model for power
and performance management of virtualized clusters. In Proceedings of the
1st International Conference on Energy-Efficient Computing and Networking,
pages 225–233. ACM, 2010.
[183] J.-M. Pierson and H. Casanova. On the utility of DVFS for power-aware job
placement in clusters. In Proceedings of Euro-Par, pages 255–266. Springer,
2011.
[184] I. Pietri, G. Juve, E. Deelman, and R. Sakellariou. A performance model to
estimate execution time of scientific workflows on the cloud. In Proceedings of
the 9th Workshop on Workflows in Support of Large-Scale Science, pages 11–19.
IEEE, 2014.

BIBLIOGRAPHY

205

[185] I. Pietri, M. Malawski, G. Juve, E. Deelman, J. Nabrzyski, and R. Sakellariou.
Energy-constrained provisioning for scientific workflow ensembles. In Proceedings of the 3rd Cloud and Green Computing (CGC), pages 34–41. IEEE, 2013.
[186] I. Pietri and R. Sakellariou. Cost-efficient provisioning of cloud resources priced
by CPU frequency. In Proceedings of the 7th IEEE/ACM International Conference on Utility and Cloud Computing, pages 483–484. IEEE, 2014.
[187] I. Pietri and R. Sakellariou. Energy-aware workflow scheduling using frequency
scaling. In Proceedings of the 43rd International Conference on Parallel Processing Workshops (ICPPW), pages 232–239. IEEE, 2014.
[188] I. Pietri and R. Sakellariou. Cost-efficient CPU provisioning for scientific workflows on clouds. In Proceedings of the 12th International Conference on Economics, Grids, Clouds and Systems. Springer, 2015.
[189] R. Prodan and M. Wieczorek. Bi-Criteria Scheduling of Scientific Grid Workflows. IEEE Transactions on Automation Science and Engineering, 7(2):364–
376, 2010.
[190] M. Qiu, Z. Ming, J. Li, S. Liu, B. Wang, and Z. Lu. Three-phase time-aware
energy minimization with DVFS and unrolling for chip multiprocessors. Journal of Systems Architecture: the EUROMICRO Journal (JSA), 58(10):439–445,
2012.
[191] D. M. Quan, F. Mezza, D. Sannenli, and R. Giafreda. T-alloc: a practical energy efficient resource allocation algorithm for traditional data centers. Future
Generation Computer Systems, 28(5):791–800, 2012.
[192] A. Quiroz, H. Kim, M. Parashar, N. Gnanasambandam, and N. Sharma. Towards
autonomic workload provisioning for enterprise grids and clouds. In Proceedings of the 10th IEEE/ACM International Conference on Grid Computing, pages
50–57. IEEE, 2009.
[193] M. Rahman, R. Hassan, R. Ranjan, and R. Buyya. Adaptive workflow scheduling for dynamic grid and cloud computing environment. Concurrency and Computation: Practice and Experience, 25(13):1816–1842, 2013.

206

BIBLIOGRAPHY

[194] S. F. Rahman, J. Guo, and Q. Yi. Automated empirical tuning of scientific
codes for performance and power consumption. In Proceedings of the 6th International Conference on High Performance and Embedded Architectures and
Compilers, pages 107–116. ACM, 2011.
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